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Abstract:  
Using a competitive search (price-posting) model, Lester (2011) shows that improving 

buyers’ price information can counter-intuitively lead to higher prices. We test this result 

using a lab experiment. Moving from 0 to 1uninformed buyers leads to higher prices in both 

2(seller)x2(buyer) and 2x3 markets: the former as predicted, the latter the opposite of the 

theoretical prediction. Perceptions of “fair” prices are a powerful driver of behavior. For 

buyers, these perceptions correlate with price-responsiveness, which varies systematically 

across treatments and impacts sellers’ pricing incentives. For sellers, these perceptions 

correlate with under-pricing, which also varies systematically across treatments. 
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1 Introduction

A fundamental question in search and information economics concerns what happens to

prices as buyers become better informed about prices. As the rise of the internet has led

to a proliferation of price–comparison websites for air–fares, insurance, computers, cloth-

ing, and many other goods, the consequences of these websites – and the increased price

transparency they bring – for these goods’ prices are of obvious relevance. This informa-

tion is also useful to firms for deciding how transparent to make their pricing schemes,

and to policy–makers for deciding whether and how to regulate the reporting of prices.

Despite this clear importance, the question of how price information affects price levels

has received relatively little attention in the economics literature, most likely because most

would consider the answer to be obvious and long–settled: just as intuition would sug-

gest, early theoretical treatments of search (Salop and Stiglitz 1977; Varian 1980) argued

convincingly that making buyers more informed about sellers’ prices ought to drive these

prices down.1

Recently, however, Lester (2011) has argued that this need not be true; in fact, making

buyers more informed about prices can – in some cases – lead to higher prices. He anal-

yses a model of competitive search equilibrium, adapted from Burdett, Shi and Wright’s

(2001) model, in which capacity–constrained sellers post prices that are observed by in-

formed buyers but not by uninformed buyers, before each buyer (informed or uninformed)

chooses which seller to visit.2 Informed buyers in this setting have to balance the po-

tentially higher consumer surplus gained from a lower–priced seller against the increased

likelihood of being able to buy from a higher–priced seller; this leads to an optimal level

of price–responsiveness that varies with market tightness (the number of buyers relative

to sellers) and the proportion of informed buyers. Replacing an uninformed buyer with

an informed one increases the number of informed buyers and thus decreases their price–

responsiveness, since it becomes less likely that they will be able to buy from the lower–

priced seller. In some cases, this decrease more than offsets the increase in responsiveness

that comes directly from replacing a price–unresponsive uninformed buyer with a price–

1See Lester (2011), especially his footnote #2, for examples from empirical studies and the popular press.

It is worth mentioning that a related issue – the effect of informed buyers on price dispersion – has received

at least as much attention in the literature (Burdett and Judd 1983; Stahl 1989).
2The term competitive search equilibrium is from Rocheteau and Wright (2005).
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responsive informed one, leading to a lower overall level of buyer price–responsiveness,

and hence higher seller prices.

The purpose of this paper is twofold. First, we make a minor theoretical contribution

by completing the analysis of Lester’s (2011) model. He examined the general case, with

at least two informed buyers. The case of no informed buyers is trivial (since all buyers

are completely price–inelastic, all sellers set a price equal to buyers’ valuation), leaving

only the case of one informed buyer, which we examine in Section 2.1. We consider this a

minor contribution because our analysis does not affect Lester’s conclusions. Nonetheless,

the one–informed–buyer case we analyse is worthy of at least academic interest, since

unlike the other cases, equilibrium behaviour entails mixed strategies by sellers, and hence

non–trivial price dispersion.

Our second, and more significant, contribution is an empirical test of the implications

Lester (2011) showed theoretically. Empirical testing is especially important here, as Lester

himself noted (“[i]deally, one would like to test these predictions”, p. 1592), for reasons

that go beyond the counter–intuitive nature of better price information leading to higher

prices. As was true for Burdett, Shi and Wright’s (2001) original model, Lester’s adap-

tation typically has a multiplicity of equilibria, and his theoretical results arise from the

assumption of one particular equilibrium being selected for each parameterisation of the

model. We agree that the selection criteria Burdett, Shi and Wright and Lester use are

reasonable (see pp. 1066–1067 in the former), but nonetheless, whether the selected equi-

libria actually occur is ultimately an empirical question. Moreover, even if we accept these

selection criteria, Lester’s results may still not be seen if the behavioural assumptions that

underlie the model fail to hold. Risk aversion, loss aversion, other–regarding preferences,

instinctive views of fair prices, or cognitive limitations change the model’s point predic-

tions, and if any of these phenomena are correlated with the fraction of uninformed buyers,

they may affect its directional predictions as well.

While testing the model’s implications is crucial, doing so with observational data from

the field is tricky, as natural experiments involving buyer information are rare, and con-

founding factors are likely to be not only present but significant.3 Thus, we use a lab ex-

3As an important example of the latter, when buyers are given information about prices, it is almost certain

that sellers will also observe this information, making collusive pricing easier for them to verify. Thus, when

an increase in buyer information leads to an increase in prices (as in Albæk et al 1997), the result may be

attributable to increased collusion rather than Lester’s counter–intuitive result.

2



periment, allowing us to exogenously vary the variables of interest, and to control precisely

the information agents receive.4 We consider four of the simplest non–trivial parameteri-

sations: markets with 2 sellers and either 2 or 3 buyers (i.e., 2x2 and 2x3 markets), with

either 0 or 1 uninformed buyers (and hence either 1 or 2 informed buyers in the 2x2 market,

and either 2 or 3 in the 2x3 market). These four cases allow a strong test of the qualitative

implications of the model, as moving from 0 to 1 uninformed buyers is predicted to lead to

a price increase in the 2x2 market but a price decrease in the 2x3 market.

As we report in Section 4, our results only partly support these theoretical predictions.

Moving from 0 to 1 uninformed buyers in the 2x2 market does lead to higher prices as

predicted, but it also increases prices in the 2x3 market – which is the opposite of what

was predicted. There is a similar effect on profits: moving from 0 to 1 uninformed buyers

makes sellers better off and buyers worse off, which is as predicted in the 2x2 market

and the opposite of the prediction for the 2x3 market. We also show that the explanation

is likely to lie in subjects’ views (which we elicit) of what price is “fair” in the various

cells of our experiment; these views have an unusually powerful effect on market outcomes

in our setting. Reported fair prices by both buyers and sellers vary systematically across

cells, and in both markets are higher when there is one uninformed buyer than when there

are none. Fair prices also strongly influence subjects’ behaviour at the individual level,

via sellers’ under–charging (relative to the equilibrium prediction), and via buyers’ under–

responsiveness to price differences; combined, these turn out to make subjects’ fairness

views self–fulfilling.

2 The model

The competitive search model is adapted from Burdett, Shi and Wright’s (2001) directed–

search environment (see Figure 1). There are n ≥ 2 buyers and m ≥ 2 sellers. Sellers

produce a homogeneous good costlessly for the first unit, with additional production im-

possible. Buyers are identical, each with valuation Ū > 0 for the first unit and zero for any

4There have been some previous experiments involving price posting and directed search (Cason and

Noussair 2007, Anbarci and Feltovich 2013, Anbarci, Dutu and Feltovich 2014), and a much larger literature

on random search (see Schotter and Braunstein 1981, Cox and Oaxaca 1989, and Kogut 1990 for early work),

though these have focussed on other research questions.
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Figure 1: Sequence of decisions in the market

- - -Sellers
post prices

Informed
buyers observe
sellers’ prices

All buyers’
visit choices Trading

additional unit.5 Each seller simultaneously posts a price, which is observed by the n − u

informed buyers but not by the u uninformed buyers (where 0 ≤ u ≤ n). Buyers, both

informed and uninformed, then simultaneously make their visit choices; each visits exactly

one seller. Trade takes place at the seller’s posted price; if multiple buyers visit the same

seller, one is randomly chosen to buy. Buyers who aren’t chosen, and sellers who aren’t

visited, do not trade.

2.1 Equilibrium predictions

Lester (2011) solves this model for the general case with at least two informed buyers

(u ≤ n − 2), and finds that the equilibrium involves sellers choosing pure strategies. The

case of no informed buyers (u = n) is trivial: all sellers choose p = Ū . The remaining case

has exactly one informed buyer (u = n−1). As we will see below, there is no pure–strategy

equilibrium in prices in that case; rather, sellers mix over an interval.

Proposition 1 Define

p∗ = Ū

[

1 −

(

1 −
1

m

)n−1
]

. (1)

Then there exists a unique symmetric subgame perfect equilibrium. In this equilibrium,

each seller’s price is drawn from a distribution with support [p∗, Ū ] and no mass points.

For p in this interval, the c.d.f. F is given by

F (p) = 1 −

[

p∗(Ū − p)

p(Ū − p∗)

]

1

m−1

. (2)

Proof: Buyer behaviour is straightforward: each of the u uninformed buyers mixes uni-

formly over sellers, and the one informed buyer chooses the lowest–priced seller with

5In the experiment, we will set specific values for these parameters, but we will keep our notation general

for now.
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certainty, or mixes among them if there is more than one lowest–priced seller. So, a

seller choosing price p ≤ Ū will sell for sure if it is the lowest price (since the in-

formed buyer visits); while if another seller has a strictly lower price, she will sell with

probability 1 −
(

1 − 1
m

)n−1
, the probability of at least one uninformed buyer visiting.

Finally, if she is one of exactly k lowest–priced sellers, she will sell with probability

1 −
(

1 − 1
k

) (

1 − 1
m

)n−1
; note that this is strictly larger than 1 −

(

1 − 1
m

)n−1
for any

k ∈ {1, 2, ..., n}, and strictly smaller than one as long as k > 1 (i.e., the seller is tied

with at least one other seller).

Let F be the common c.d.f. of the sellers. F cannot have a mass point at any price

p ∈ [p∗, Ū ], since then a seller could improve her profit by shifting some mass from p

slightly to the left (removing the chance of a tie and hence discontinuously raising the

probability of selling, with only a second–order decrease in the selling price). Also, F

cannot have a “gap” – an interval (p0, p1) with zero density throughout but positive density

below and above – since then choosing price p1 would earn a strictly higher profit than

prices just below p0, as it would increase the selling price with only a second–order decrease

in the probability of selling.

Let p̂ = sup{p|F (p) = 0} and p̃ = min{p|F (p) = 1} (the latter exists because of

right–continuity of c.d.f.’s); i.e., no price less than p̂ or larger than p̃ has non–zero density.

Then choosing p̃ yields profit π(p̃) = p̃
[

1 −
(

1 − 1
m

)n−1
]

. But choosing price Ū yields

profit π(Ū) = Ū
[

1 −
(

1 − 1
m

)n−1
]

, so we cannot have p̃ < Ū . Also, any price above Ū

yields zero profit, so we cannot have p̃ > Ū . Hence we must have p̃ = Ū .

Then, choosing p̂ yields profit π(p̂) = p̂, which must be equal to π(Ū); that is, p̂ = p∗ as

defined in (1). So, p∗ and Ū are the left and right endpoints of the smallest closed interval

containing the support of the price distribution. Since we have already shown there are no

“gaps” in this support, this means that the support of F is exactly [p∗, Ū ].

Finally, let p ∈ [p∗, Ū ]. Since F has no mass points, the probability of another seller

choosing exactly p is zero, so we can ignore the possibility of ties for the lowest price.

Then p is the lowest price with probability [1 − F (p)]m−1, in which case it sells for sure;

otherwise, another seller’s price is strictly lower, in which case it sells with probability

1 −
(

1 − 1
m

)n−1
= p∗/Ū . So, the resulting expected profit is given by

π(p) = p · [1 − F (p)]m−1 + p ·
p∗

Ū

{

1 − [1 − F (p)]m−1
}
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Since there is positive density at p, it must yield profit equal to that of p∗, so

p∗ = p · [1 − F (p)]m−1 + p ·
p∗

Ū

{

1 − [1 − F (p)]m−1
}

.

Solving for F (p) yields (2) above. �

3 The experiment

In the experiment, we set Ū = 20; this is with no loss of generality, since a different

value of Ū would only re–scale absolute variables such as prices, and would leave relative

variables such as percent changes completely unaffected. There are always m = 2 sellers;

the number of buyers is n = 2 or 3 (varied between–subjects), of which either u = 0 or

1 are uninformed (varied within–subjects), for a total of four experimental cells, which we

will often abbreviate using the form “mxn–u”. Of the four cases we consider, three were

covered by Lester’s (2011) analysis, while the 2x2–1 case is covered by Proposition 1.

There, the c.d.f. simplifies to F (p) = 2−20/p, so the corresponding p.d.f. is f(p) = 20/p2

with support [10, 20] and expected value E(p) = 20 · ln(2) ≈ 13.86. The theoretical

predictions are summarised in Table 1. Note that there are two sets of predictions, one

Table 1: Predicted expected prices for the cells of the experiment

Cell Market Number of Expected posted price

sellers informed buyers uninformed buyers continuous money discrete money

2x2–0 2x2 2 2 0 10.00 9.95, 10.00, 10.05

2x2–1 2x2 2 1 1 13.86 13.86

2x3–0 2x3 2 3 0 14.55 14.50, 14.55, 14.60

2x3–1 2x3 2 2 1 13.33 13.30, 13.35

based on the usual assumption of infinitely–divisible money, and one based on money with

a smallest unit of 0.05.6 Under discrete money, there are multiple equilibria that satisfy

the selection criteria used by Burdett, Shi and Wright (2001) and Lester (2011) in all cells

6The experiment took place in Australia, where the smallest circulating coin is worth 5 cents. Firms’

prices were therefore restricted to multiples of $0.05 to prevent the need for rounding of subjects’ money
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other than 2x2–1, but this multiplicity is trivial in the sense that prices differ from the

continuous–money equilibrium prices by no more than the smallest monetary unit. We

thus use the continuous–money equilibrium as our source of predictions.

3.1 Hypotheses

Table 1 shows that replacing an informed buyer with an uninformed one has different pre-

dicted effects in the 2x2 and 2x3 markets: a rise in prices in the former and a fall in the

latter. These comparative statics give rise to our hypotheses:

Hypothesis 1 In the 2x2 market, an increase from 0 to 1 uninformed buyers is associated

with an increase in prices.

Hypothesis 2 In the 2x3 market, an increase from 0 to 1 uninformed buyers is associated

with a decrease in prices.

Note that we are not testing the model’s point predictions (e.g., whether sellers’ prices

average 13.86 in the 2x2–1 cell), but rather the corresponding directional predictions that

arise from comparison of the point predictions. There are (at least) two reasons to focus

on directional rather than point predictions. First, the latter represent a very strict – and we

believe, overly severe – test of the theory. Even small amounts of risk– or loss–aversion,

bounded rationality, or concern for fairness in the subject population will make individual

behaviour deviate from that assumed by the model, and there is no guarantee that these

deviations will cancel out when aggregated to the market level. (For example, buyer and

seller risk–aversion will work in opposite directions, but their preferences for fairness may

reinforce each other.) However, as long as these deviations are uncorrelated with our treat-

ment variables (in particular, the number of uninformed buyers), the theory can be “wrong”

in this trivial sense but still “correct” in predicting how prices will vary across treatments.

Second, our goal is not just understanding behaviour in the lab; we hope to be able to

generalise our conclusions to real markets. The model’s point predictions depend on in-

formation that we would have little chance of knowing in the field (e.g., buyer valuations,

earnings. The mixed–strategy equilibrium for the 2x2–1 discrete–money case was calculated using the Gam-

bit game theory software (McKelvey et al. 2014), and is available from the corresponding author upon

request.
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seller marginal costs). Then, it would not even be possible to formulate point predictions,

but even so, it would be useful to be able to determine whether prices will go up or down

after some change in consumers’ information quality.

3.2 Experimental procedures

The experiment was conducted in MonLEE, the experimental lab at Monash University;

subjects were mainly undergraduates. Subjects played a total of 40 rounds with the market

(2x2 or 2x3) fixed, 20 rounds each with 0 and 1 uninformed buyers; we varied the ordering

of these across sessions. Subjects kept the same role (buyer or seller) in all rounds, but were

randomly assigned to markets in each round, so as to preserve the one–shot nature of the

stage game by having subjects interact with different people from round to round. In rounds

with uninformed buyers, the uninformed buyer was chosen randomly in each round. Some

large sessions were partitioned into two “matching groups” at least twice the size of an

individual market, and closed with respect to interaction (i.e., subjects in different matching

groups were never assigned to the same market), allowing two independent observations

from the same session.

The experiment was computerised, and programmed using the z–Tree experiment soft-

ware package (Fischbacher, 2007). All interaction took place anonymously via the com-

puter program; subjects were visually isolated and received no identifying information

about other subjects. In particular, sellers were labelled to buyers within a given round as

“Seller 1” and “Seller 2”, but these ID numbers were randomly re–assigned in each round,

and were not made known to the sellers. This anonymity is necessary so that uninformed

buyers are truly uninformed, even after many rounds have been played. Also, combined

with the random re–assignment into markets each round, this anonymity reduces incentives

for repeated–game behaviour such as tacit collusion by sellers (by making it impossible to

recognise a deviator in future rounds) or dynamic coordination by buyers (e.g., alternating

who visits the lower–priced seller). Written instructions were given to subjects before the

first round, with a small set of additional instructions given between rounds 20 and 21.

Instructions were also read aloud in an attempt to make the rules common knowledge.

In each round, sellers began by entering their prices, which could be any multiple of

AUD 0.05. These prices were displayed to informed buyers, who were also reminded of

the number of informed buyers, while uninformed buyers were shown a message stating

8



that they were not being shown the prices. All buyers then made their visit choices, after

which the round ended and subjects received feedback that included the prices and visit

choices in their market, along with a calculation of the subject’s profit. Subjects received

no information about outcomes in other markets.

After the last round, subjects were given two additional tasks. First, they completed an

Eckel–Grossman (2008) lottery–choice task to measure their level of risk aversion. Next,

they completed a short questionnaire made up of two questions eliciting subjects’ views of

what a “fair” price would be in rounds 1–20 and what it would be in rounds 21–40, followed

by several demographic questions.7 After completing these tasks, subjects were paid. Sub-

jects received (exactly) the sum of their profits from four randomly–chosen rounds, plus

the earnings from the lottery–choice task, plus a show–up fee of AUD 5 for sellers and

AUD 15 for buyers.8 Total earnings averaged about $43 for a session that typically lasted

about 60 minutes (about 20 of which comprised administrative procedures such as reading

instructions).

4 Results

We conducted twelve experimental sessions, three with each possible combination of mar-

ket (2x2 or 2x3) and ordering of 0 and 1 uninformed buyers (0–1 or 1–0), with 15–20

subjects in each session, for a total of 206 subjects.

7See Appendix B for sample instructions and Appendix C for sample screen–shots, including those for

the lottery–choice task and questionnaire. Other experimental materials including the raw data are available

from the corresponding author upon request.
8At the time of the experiment, the Australian and US dollars were roughly at parity. The differing show–

up fees were meant to partially compensate buyers, who have lower expected earnings in the main part of

the experiment. We note that the amounts of the show–up fees – and the fact that they differ between buyers

and sellers – were not made known until after the last round, in the instructions for the lottery–choice task

and questionnaire, in an attempt to minimise demand effects. Also, subjects were not informed of the rounds

randomly chosen to determine earnings, nor the realisation of the lottery–choice task, until after all decisions

had been made, in order to minimise wealth effects.
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4.1 Market aggregates

Table 2 reports all–round and last–5–round average prices, and Figure 2 shows the cor-

responding time series. Two measures of price are shown: the average posted price (the

Table 2: Aggregate results – prices

Market Uninformed Posted price Transaction price

buyers Predicted Observed Predicted Observed

all rounds last 5 rounds all rounds last 5 rounds

2x2 0 10.00 9.69 9.85 10.00 9.27 9.52

1 13.86 12.30 12.81 13.33 11.78 12.46

Significance of difference p ≈ 0.001 p ≈ 0.003 p ≈ 0.001 p ≈ 0.003

2x3 0 14.55 11.86 12.98 14.55 11.67 12.79

1 13.33 13.19 14.19 13.33 13.08 14.02

Significance of difference p ≈ 0.12 p ≈ 0.042 p ≈ 0.080 p ≈ 0.042

Note: p–values from Wilcoxon signed–rank tests on matching–group–level data (see text for details).

simple average of all prices posted by sellers) and the average transaction price (the aver-

age of those posted prices at which a unit was traded). These averages are shown for each

combination of market (2x2 or 2x3) and number of uninformed buyers (0 or 1), and for

convenience, the theoretical predictions from Table 1 are re–stated.9

Consistent with Hypothesis 1, prices in the 2x2 market are higher when there is an

uninformed buyer than when both buyers are informed. Non–parametric statistical tests

on the matching–group–level data verify this apparent difference.10 Wilcoxon signed–rank

tests reject the null hypothesis of no difference in prices between the 2x2–0 and 2x2–1

9Note that in the 2x2–1 cell – unlike the other three cells – the theoretical prediction for the transaction

price is lower than that for the posted price. This is because the non–degenerate mixed strategies played by

sellers mean that the two prices in a market will usually differ, in which case the lower price is more likely to

lead to a trade than the higher price.
10See Siegel and Castellan (1988) for descriptions of the non–parametric tests used in this paper, and

Feltovich (2006) for critical values for the robust rank–order tests used later in this section. As noted in

Section 3.2, the matching group is the smallest independent unit of aggregation, making it the appropriate

unit for non–parametric tests.
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Figure 2: Time series of posted and transaction prices by cell
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cells, for both posted prices and transaction prices, and irrespective of whether we use the

data from all rounds or from only the last five rounds.

Prices are also higher in the 2x3–1 cell than in the 2x3–0 cell, but this difference is

in the opposite direction from what the theory predicts (Hypothesis 2). The differences

between these cells are only borderline significant when all rounds’ data are used, though

significance becomes stronger when we use the last five rounds of data. The time series

displayed in Figure 2 confirm the treatment effects’ signs as seen in the aggregates, and

suggest that they are actually increasing in size over time. So, it is unlikely that the lack

of support for Hypothesis 2 (or for that matter, the confirmation of Hypothesis 1) is due to

subject inexperience that would have been rectified had more rounds been played.

Table 3 reports all–round and last–5–round average profits for sellers, informed buyers

and uninformed buyers, which largely corroborate the price results in Table 2. Sellers in

both markets are better off when buyers are uninformed. Their profits in the 2x2 market

are higher with one uninformed buyer than zero, consistent with the theoretical prediction

(see table for predicted profits and significance test results). However, they also earn higher

profits with one uninformed buyer in the 2x3 market – where the prediction was actually for

profits to be lower – though this latter difference is only significant in the last five rounds.

Buyers, in turn, fare worse when buyers are uninformed. This is true not only for

informed buyers that become uninformed themselves, but also for the remaining informed
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Table 3: Aggregate results – profits

Cell Seller profit Informed buyer profit Uninformed buyer profit

Predicted Observed Predicted Observed Predicted Observed

all rounds last 5 rounds all rounds last 5 rounds all rounds last 5 rounds

2x2–0 7.50 6.91 7.30 7.50 8.01 8.04

2x2–1 10.00 8.91 9.29 5.79 7.20 6.42 4.21 5.23 4.83

Significance p ≈ 0.006 p ≈ 0.026 p > 0.20 p ≈ 0.021 p < 0.001 p ≈ 0.001

2x3–0 12.73 10.17 11.04 3.18 4.84 4.15

2x3–1 11.67 11.15 12.30 3.89 4.00 3.58 3.89 3.79 3.33

Significance p ≈ 0.16 p ≈ 0.053 p ≈ 0.14 p ≈ 0.12 p ≈ 0.032 p ≈ 0.097

Notes: p–values from Wilcoxon signed–rank tests on matching–group–level data. For sellers, profit is compared between 2xn–0 and

2xn–1 cells with n (number of buyers) fixed. For informed and uninformed buyers, profit is compared between 2xn–1 cell and informed–

buyer profit in 2xn–0 cell, with n fixed.

buyers, though this latter effect is typically insignificant (with the exception of the last 5

rounds in the 2x2 market). As with sellers, the effects on buyers’ profits have the predicted

sign in the 2x2 market, and the opposite of the predicted sign in the 2x3 market.

4.2 Parametric analysis of prices

We next report results from regressions with posted price and transaction price as the de-

pendent variables. Our primary explanatory variables are an indicator for one uninformed

buyer and one for the 2x3 market (with respective baselines zero uninformed buyers and

the 2x2 market). Additionally, we include the round number (running from 1 to 20, and re–

starting at 1 in the second half of the session) and a second–half dummy. Importantly, we

include all interactions of these four variables, to allow variables’ effects to differ according

to other variables’ values. (For example, we obviously do not want to force the effect of an

uninformed buyer to be the same in the 2x2 and 2x3 markets.) For both posted and transac-

tion price, we estimate a “restricted” model with only these variables and an “unrestricted”

model with additional variables: the number of sellers in the matching group (as a control

for attempts to tacitly collude), the seller’s decision time, her self–reported “fair” price, her

choice in the lottery task (as a control for risk aversion), and some demographic variables

(sex, age, number of economics classes taken, economics–major indicator, and portion of

life lived in Australia). Descriptive statistics for these variables (and some that will be used
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later) are shown in Table 4. We use Stata (version 12) to estimate panel Tobit models with

Table 4: Descriptive statistics for variables used in regressions

Variable Mean Std. Dev. Min. Max.

Posted price 11.73 3.45 1 20

Transaction price 11.47 3.37 1 20

1 uninformed buyer 0.500 0.500 0 1

2x3 market 0.534 0.499 0 1

Round number 10.50 5.767 0 20

Second half 0.500 0.500 0 1

Number of sellers (per group) 4.29 0.706 4 6

Seller decision time (sec.) 6.24 7.22 0 76

Seller “fair” price 11.73 3.15 5 20

Seller lottery choice 3.67 1.37 1 5

Buyer decision time (sec.) 3.11 4.97 0 76

Buyer “fair” price 11.64 3.48 5 20

Buyer lottery choice 3.45 1.44 1 5

Female 0.481 0.500 0 1

Age 23.03 5.38 18 58

Economics classes taken 1.13 1.40 0 4

Economics student 0.097 0.296 0 1

Portion of life lived in Aus. 0.349 0.391 0 1

endpoints 0 and 20, and with individual–seller random effects.

Table 5 reports estimated average marginal effects and standard errors.11 The positive

and significant marginal effect of the “1 uninformed buyer” variable in both 2x2 and 2x3

markets confirms what was apparent from the treatment aggregates: replacing an informed

buyer with an uninformed one is associated with an increase in price, both when the theory

predicts an increase (the 2x2 market) and when it predicts a decrease (the 2x3 market).

Between the non–parametric tests reported earlier, and the parametric statistical results

reported here, the evidence is strong for our main results:

11Not shown are the estimates corresponding to the demographic variables, as none of these were signifi-

cant, though we have left them in Models 2 and 4. Also not shown are marginal effects in round 20, which

yield qualitatively similar results to those reported in Table 5. These additional results are available from the

corresponding author upon request.
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Table 5: Tobit results – estimated average marginal effects (unless specified) and standard

errors

Dependent variable: Posted price Transaction price

[1] [2] [3] [4]

1 uninformed buyer... 2.103∗∗∗ 1.634∗∗∗ 1.995∗∗∗ 1.574∗∗∗

(0.069) (0.073) (0.071) (0.074)

...in 2x2 market 2.659∗∗∗ 2.007∗∗∗ 2.534∗∗∗ 1.947∗∗∗

(0.096) (0.102) (0.102) (0.107)

...in 2x3 market 1.496∗∗∗ 1.229∗∗∗ 1.464∗∗∗ 1.205∗∗∗

(0.100) (0.099) (0.099) (0.097)

2x3 market 1.509∗∗∗ 0.950∗∗ 1.748∗∗∗ 1.238∗∗∗

(0.430) (0.430) (0.414) (0.415)

Round number 0.104∗∗∗ 0.100∗∗∗ 0.114∗∗∗ 0.105∗∗∗

(0.006) (0.006) (0.006) (0.006)

Second half 1.975∗∗∗ 1.489∗∗∗ 2.022∗∗∗ 1.515∗∗∗

(0.060) (0.075) (0.071) (0.077)

Number of sellers (per matching group) −0.895∗∗ −0.876∗∗

(0.393) (0.379)

Seller decision time (sec.) −0.011∗ −0.028∗∗∗

(0.006) (0.015)

Seller fair price 0.420∗∗∗ 0.398∗∗∗

(0.026) (0.027)

Seller lottery choice 0.419∗∗∗ 0.378∗∗∗

(higher=less risk averse) (0.149) (0.144)

Constant term? Yes Yes Yes Yes

Demographic variables? No Yes No Yes

N 3680 3680 2959 2959

|ln(L)| 8063.83 7931.54 6285.64 6161.87

* (**,***): Marginal effect significantly different from zero at the 10% (5%, 1%) level.

Result 1 In the 2x2 market, moving from 0 uninformed buyers to 1 is associated with an

increase in price.

Result 2 In the 2x3 market, moving from 0 uninformed buyers to 1 is associated with an

increase in price.

The other variables’ effects are mostly tangential to our research questions, but two are

worth noting at this point. The positive marginal effect of the lottery choice is consistent
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with theory: raising price increases the profit conditional on being visited, but lowers the

probability of being visited. So, less risk–averse sellers should choose higher prices. Also,

the positive marginal effect of the fair–price variable on actual prices suggests that pricing

decisions are influenced by personal views about what an appropriate price is.12

4.3 Buyer visit choices

Since our Result 2 is inconsistent with the prediction, we examine possible explanations for

this inconsistency. As the pricing game played by sellers is induced by buyers’ continuation

behaviour, we begin by looking at this behaviour: buyers’ choices of which seller to visit.

The choice is simple for uninformed buyers, who have no information on which to base

their visit decision, and hence must mix 50–50 between the two sellers.13 It is also simple

for informed buyers in the 2x2–1 cell, who should choose the lower–priced seller with

probability one, or in general when both prices are equal, where they should mix 50–50.

For informed buyers in the other three cells, the seller prices (along with the behaviour

of any uninformed buyers) give rise to a symmetric subgame played among them (for an

example, see Figure 3).

Each buyer has two pure strategies: one for visiting each seller. This game always has

a unique symmetric Nash equilibrium; even when additional asymmetric equilibria exist,

the symmetric equilibrium is the one selected by theorists (Burdett, Shi and Wright 2001;

Lester 2011). By construction, this equilibrium specifies each buyer’s predicted probability

of visiting each of the two sellers. For example, in the 2x2–0 case, each buyer should visit

12Of the remaining variables, the positive effect of the 2x3–market dummy reflects the theoretical predic-

tions in Table 2.1, while the positive effects of the two time variables illustrate the upward time trend seen in

Figure 2. The negative effect of the number of sellers is consistent with incentives for tacit collusion, which

becomes more difficult when there are more sellers. Multiple plausible explanations exist for the negative

association between decision time and prices, since longer decision time may be due to more careful thinking

about the decision, or alternatively to slowness in gaining understanding of the strategic setting.
13Even uninformed buyers can condition their visit choice on the seller’s number (1 or 2). However,

these numbers are randomly re–assigned in each round, so they cannot carry reputational information about

current–round prices. Also, since sellers are never made aware of their own numbers, they cannot condition

their price choices on their current or past numbers. Thus, from the sellers’ standpoint, uninformed buyers

are mixing 50–50 even if buyers are actually conditioning on seller numbers.

15



Figure 3: The game played by buyers in the 2x2–0 cell, given seller prices p1, p2 (Ū = 20

in the experiment)

Buyer 2

Visit Seller 1 Visit Seller 2

Buyer Visit Seller 1 Ū−p1

2
, Ū−p1

2
Ū − p1, Ū − p2

1 Visit Seller 2 Ū − p2, Ū − p1
Ū−p2

2
, Ū−p2

2

Seller 1 with probability

q(p1, p2) =
20 − 2p1 + p2

40 − p1 − p2
, (3)

where p1 and p2 are the sellers’ prices.14

From here, we construct a reliability diagram, showing how closely the actual proba-

bility of visiting a seller corresponds to this prediction. This is known as the calibration

(Yates, 1982) of the symmetric equilibrium as a predictor of buyer visit choices. If calibra-

tion is high, then over all cases where the equilibrium predicts a given seller is visited with

probability 0.4, buyers should actually have chosen to visit that seller about four–tenths of

the time; when the predicted probability is 0.7, she should have been visited seven–tenths

of the time by buyers; and so on.

To construct the reliability diagram, we first compute the predicted probability of vis-

iting Seller 1 for each buyer and round, and record the buyer’s actual visit choice in that

round. (Since there are only two sellers, using Seller 2 instead of Seller 1 would yield

an equivalent diagram.) Second, for each of thirteen intervals of predicted probability,

the average of all the predicted probabilities lying in the interval is calculated, as is the

frequency of actual visits to Seller 1 in those occurrences.15 Finally, at the ordered pair

(average predicted probability, actual frequency), a circle or square is plotted with area

proportional to the number of occurrences. As an example, one of the intervals we use is

the singleton {0.5}. If there are 100 cases where the predicted probability of visiting Seller

1 was 0.5, and the buyers actually visited Seller 1 in 47 of those cases, a circle is plotted

14This expression holds as long as it is defined (i.e., except when p1 = p2 = 20), and between 0 and 1.

When it is larger than 1 (smaller than 0), visiting Seller 1 (Seller 2) is a dominant strategy for each buyer.
15We use {0}, (0, 0.1], (0.1, 0.2], (0.2, 0.3], (0.3, 0.4], (0.4, 0.5), {0.5}, (0.5, 0.6], (0.6, 0.7], (0.7, 0.8],

(0.8, 0.9], (0.9, 1), {1}.
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at (0.5, 0.47), with area proportional to 100. The reliability diagrams for all four cells are

shown in Figure 4. Also shown are OLS trend lines for each cell, along with the 45–degree

Figure 4: Buyer behaviour – symmetric Nash equilibrium probability of visiting Seller 1

versus actual frequency of visits to Seller 1 (area of a circle or square is proportional to

the number of observations it represents)
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line (where predicted and observed probability are equal, and hence calibration is perfect).

Two aspects of buyer visit behaviour are apparent. First, buyers are less price–responsive

than predicted by the symmetric Nash equilibrium, as indicated by OLS trends flatter than

the 45–degree line.16 Second, calibration varies systematically across the cells. It is diffi-

cult to detect any differences between cells in the 2x2 market from the figure, but within the

2x3 market, calibration is visibly better (buyers are more price–responsive) in the 2x3–0

cell than in the 2x3–1 cell. These differences can also be seen in panel probit regressions

based on the informed–buyers’ decisions, with a Seller–1–visit dummy as the dependent

variable. The main explanatory variables are the predicted probability, 2x3–market and

16Note that our notion of price responsiveness is a relative, not absolute, one. The predicted probability that

an informed buyer will visit a particular seller depends not only on prices, but also on the numbers of sellers,

informed buyers and uninformed buyers. In each cell of our experiment, we take this predicted probability as

representing “full price responsiveness”, and the observed level of price responsiveness is calculated relative

to this prediction.
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1–uninformed–buyer dummies, the round number and the second–half dummy, along with

all interactions and a constant term. A second probit includes these variables and also the

buyer’s decision time, self–reported “fair” price, lottery choice, and demographic variables

(on their own and interacted with the predicted probability), and a third probit is identical

to the second except that it uses only the first 7 rounds of data rather than all 20, as an

indication of inexperienced–buyer behaviour.17 The results are shown in Table 6; note that

starred values are significantly different from one (the predicted level of price responsive-

ness) rather than the usual zero.

The table makes clear the under–responsiveness that was seen in Figure 4, in the top

row for overall and the next several rows for individual cells. While the marginal effect of

the predicted probability is positive (indicating that informed buyers do respond to price),

it is significantly less than one – overall and in each individual cell. More importantly for

our purpose, there is clear evidence that price responsiveness differs across cells. Over all

rounds (Models 5 and 6), chi–square tests easily reject the null of equal responsiveness

across all four treatments (χ2
3 = 35.52 for Model 5, χ2

3 = 22.24 for Model 6, p < 0.001

for both). Responsiveness also differs between the two cells in each market. In the 2x2

market, buyers significantly under–respond to price differences when both are informed,

but when only one buyer is informed – so that calculating the predicted probabilities is

trivial, even for the subjects – responsiveness is either weakly significantly higher (Model

6) or the increase just misses significance (Model 5). We see the opposite relationship in the

2x3 market, with responsiveness weakly significantly lower when one buyer is uninformed

than when all buyers are informed.

The bottom half of the table adds additional detail. As we saw with sellers (Table 5),

buyer risk aversion correlates in the expected way with behaviour in the market. Here, the

most risk–averse buyers are significantly less price–responsive than the least risk–averse

ones; since (except in the 2x2–1 cell) visiting the lower–priced seller entails a higher profit

given trading but a lower probability of trading, risk aversion should indeed lower the like-

lihood of choosing that seller. Also, buyers’ views of fairness have an intuitively reasonable

association with their market behaviour; buyers who report a low fair price are significantly

more price–elastic than those who report a high fair price.18 Finally, comparison between

17Ideally, we would use fewer rounds than this, since 7 is sufficient for substantial learning to take place.

However, the estimation program did not converge when fewer than 7 rounds were used.
18Fair price reports of 8 and 13 by buyers are roughly the first and third quartiles.
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Table 6: Marginal effect of predicted Seller 1 visit probability on observed Seller 1 visit

(informed buyers only), at particular variables’ values (panel probits)

[5] [6] [7]

(All rounds) (Rounds 1–7)

Overall 0.610∗∗∗ 0.643∗∗∗ 0.598∗∗∗

(0.037) (0.037) (0.061)

2x2–0 cell 0.734∗∗∗ 0.696∗∗∗ 0.617∗∗∗

(0.063) (0.071) (0.117)

2x2–1 cell 0.853∗∗∗ 0.851∗∗∗ 0.768

(0.042) (0.044) (0.178)

Significance of difference: p ≈ 0.12 p ≈ 0.06 p ≈ 0.48

2x3–0 cell 0.624∗∗∗ 0.681∗∗∗ 0.726∗∗∗

(0.062) (0.061) (0.104)

2x3–1 cell 0.479∗∗∗ 0.552∗∗∗ 0.379∗∗∗

(0.051) (0.049) (0.093)

Significance of difference: p ≈ 0.07 p ≈ 0.09 p ≈ 0.01

Lottery choice = 1 0.345∗∗∗ 0.314∗∗∗

(0.067) (0.109)

Lottery choice = 5 0.798∗∗∗ 0.750∗∗∗

(0.045) (0.074)

Significance of difference: p < 0.001 p ≈ 0.001

Fair price = 8 0.745∗∗∗ 0.712∗∗∗

(0.045) (0.072)

Fair price = 13 0.599∗∗∗ 0.553∗∗∗

(0.039) (0.065)

Significance of difference: p < 0.001 p ≈ 0.01

* (**,***): Marginal effect significantly different from one

at the 10% (5%, 1%) level.

Models 6 and 7 suggests that all of the effects described here are present in early rounds as

well as overall, though in some cases they become less significant due to the larger standard

errors arising from smaller sample sizes.

Result 3 In all four markets, buyers exhibit lower price elasticity than predicted. This

under–responsiveness varies systematically with the cell, and is least severe in the 2x2–1

cell and most severe in the 2x3–1 cell.
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Result 4 Buyers’ price–responsiveness also varies with their risk attitudes and views of

fairness. In particular, they are more price–responsive if they are less risk–averse and if

they view lower prices as being fair.

4.4 Seller prices revisited

Since the price predictions in Table 1 rely on the assumption of equilibrium buyer be-

haviour, and since we have just seen that buyers are actually insufficiently responsive to

price differences, it may be that sellers’ prices, while not consistent with subgame per-

fect equilibrium, do represent Nash equilibrium choices given buyers’ actual continuation

behaviour. We now examine this possibility.

In order to arrive at Nash equilibrium seller prices, we need to make an assumption

about how buyers behave. The assumption we make is that when the symmetric Nash

equilibrium in buyer strategies has each informed buyer choosing Seller 1 with probabil-

ity q(p1, p2), where p1 and p2 are the sellers’ price choices, the actual probability of an

informed buyer choosing Seller 1 is

q̂(p1, p2) =
1 − β

2
+ β · q(p1, p2), (4)

where β is our index of relative price–responsiveness. According to (4), when q = 1
2
, q̂

is also 1
2
: when sellers ought to be visited with equal probability (when both choose the

same price), this is what actually happens. Also, ∂q̂

∂pi

= β · ∂q

∂pi

for i = 1, 2; that is, buyers

are only β times as responsive to price as they are predicted to be. From here, finding

the implied Nash equilibrium in seller prices parallels the analysis found in previous work

(Lester 2011; Anbarci, Dutu and Feltovich 2014). Below, we show the steps in some detail

for the 2x2–0 case; the 2x3–0 and 2x3–1 cases follow a nearly identical process, while the

2x2–1 case is analogous to what was done in Section 2.1.

A seller’s expected profit is equal to her price multiplied by the probability that she is

visited by at least one buyer. For Seller 1 in the 2x2–0 case, this is π1 = p1 · Φ, where

Φ = 1 − (1 − q̂)2, (5)
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q̂ is given by (4), and q(p1, p2) is given by (3) in Section 4.3. Then

∂π1

∂p1
= 1 − (1 − q̂)2 + 2p1(1 − q̂)

∂q̂

∂p1

= 1 − (1 − q̂)2 + 2p1(1 − q̂)β
∂q

∂p1

= 1 − (1 − q̂)2 + 2p1(1 − q̂)β

[

−
60 − 3p2

(40 − p1 − p2)2

]

. (6)

In a symmetric Nash equilibrium, π1 is maximised when p1 = p2, so that q and hence q̂ are

equal to one–half. So (6) simplifies to 0 = 3
4
− 3βp

4(20−p)
(where p is the common value of p1

and p2), whence p = 20
1+β

. Analogously, price is given by 160
8+3β

in the 2x3–0 case and 40
2+β

in the 2x3–1 case, while in the 2x2–1 case, sellers play continuous mixed strategies with

expectation 30−10β

β
· ln

(

3+β

3−β

)

.19

Figure 5: Nash equilibrium price choices, given informed–buyer price responsiveness of β

times predicted responsiveness
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The resulting Nash equilibrium prices for the four cells of our experiment are shown in

Figure 5 for a range of values of β including complete unresponsiveness (β = 0), under–

responsiveness (β < 1), full responsiveness (β = 1), and even over–responsiveness (β >

19The corresponding density function is f(p) = 30−10β

βp2 for p ∈
[

20
(

3−β

3+β

)

, 20
]

.
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1). As intuition suggests, higher price responsiveness in any market implies lower prices.

Also, within either market (2x2 or 2x3), the ordinal relationship between zero and one

uninformed buyers is the same over the entire range pictured; this means that if buyers

had been under–responsive, but equally so in all cells, Nash equilibrium seller behaviour

could not have led to the treatment effects we observed. However, as already noted, buyer

responsiveness did differ systematically across cells.

To get the actual predicted prices, it remains only to choose values for β. We estimate

these values from the data. First, we use the treatment–wide estimates from Model 6 in

Table 6 to get treatment–wide predicted prices. The point estimates and 95% confidence

intervals for these prices are shown in Table 7. In all four cells, the Nash–equilibrium price

Table 7: Predicted and observed posted prices

Market Uninformed Subgame perfect Observed Nash eq., given buyer price responsiveness

buyers equilibrium all rounds last 5 rounds point estimate 95% CI

2x2 0 10.00 9.69 9.85 11.79 (10.82,12.76)

1 13.86 12.30 12.81 14.73 (14.22,15.24)

2x3 0 14.55 11.86 12.98 15.93 (15.37,16.50)

1 13.33 13.19 14.19 15.67 (15.08,16.26)

is higher than the subgame–perfect–equilibrium price reflecting the under–responsiveness

that was seen in Table 6. In the 2x2 market, the impact of using actual buyer price–

responsiveness instead of assuming full price responsiveness (β = 1) is fairly minor. The

higher price responsiveness in the 2x2–1 cell compared with the 2x2–0 cell means that the

Nash equilibrium price is about a dollar higher than the subgame perfect equilibrium price

in the former, versus almost two dollars higher in the latter. However, while this reduces

the size of the predicted treatment effect (from 3.86 to 2.94), it does not change its sign,

and indeed these point estimates are significantly different from each other (p < 0.001),

as the 95% confidence intervals would suggest. So, accounting for buyers’ actual level of

price–responsiveness rather than assuming the equilibrium level has no material effect on

the theoretical predictions for sellers in the 2x2 market.

By contrast, in the 2x3 market, the higher price responsiveness in the 2x3–0 cell relative
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to the 2x3–1 cell is sufficient to reduce the predicted treatment effect nearly to zero (from

1.22 to 0.26), and as the nearly identical confidence intervals suggest, there is no significant

difference between the point estimates (p ≈ 0.52). Thus, given buyer behaviour, there is

essentially no incentive for sellers to reduce prices in the 2x3–1 cell compared to the 2x3–0

cell as predicted by the subgame perfect equilibrium.

Result 5 In the 2x2 market, differences in observed buyer price responsiveness between

the 2x2–0 and 2x2–1 cells are small enough to leave the predicted treatment effect (Hy-

pothesis 1) intact. In the 2x3 market, corresponding differences are large enough to reduce

the predicted treatment effect (Hypothesis 2) almost to zero.

Next, we perform similar probit estimations to those in Table 6, but separately for each

matching group and cell (recall that each matching group plays 20 rounds with 0 unin-

formed buyers and 20 rounds with 1), yielding estimates of β and the associated Nash

equilibrium seller prices for each matching group and cell. These are plotted against the

corresponding mean observed seller prices in Figure 6. As the figure shows, sellers on

Figure 6: Scatter–plot of Nash equilibrium seller prices (based on actual buyer behaviour)

and actual seller posted prices, by individual matching group
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erogeneity across groups.
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Table 8 shows additional information about this under–pricing, based on Tobit regres-

sions on the individual–level data, with the level of under–pricing (i.e., the posted price

minus the Nash equilibrium price for that cell and matching group) as the dependent vari-

able. Explanatory variables include dummies for the 2x2–1, 2x3–0 and 2x3–1 cells (with

2x2–0 as the baseline), the round number, a second–half dummy, a constant term, and a

new variable called “fair price deviation”, which is the seller’s reported fair price for the

current round minus the Nash equilibrium price. Along with the usual marginal effects and

standard errors, we report estimates of the associated level of under–pricing in each cell,

and the corresponding 95% confidence intervals. One set of estimates in the table is based

on all seller data, another is based on only the first five rounds of each cell as an indication

of how inexperienced subjects behave, and a third is based on the last five rounds of each

cell as an indication of how experienced subjects behave.

Table 8: Tobit results – estimated average marginal effects (unless specified) and standard

errors

Dependent variable: price deviation (posted price minus Associated level of under–pricing

Nash equilibrium price given buyer price–responsiveness) (point estimate and 95% CI)

Rounds 1–5 Rounds 16–20 All rounds Rounds 1–5 Rounds 16–20 All rounds

2x2–0 –2.529 –2.398 –2.515

(–3.179,–1.878) (–3.060,–1.736) (–3.099,–1.931)

2x2–1 −0.799∗∗∗ 0.546∗∗∗ 0.125 2x2–1 –3.329 –1.852 –2.390

(0.238) (0.185) (0.107) (–3.973,–2.686) (–2.509,–1.195) (–2.972,–1.808)

2x3–0 −2.253∗∗∗ 0.095 −0.967∗∗∗ 2x3–0 –4.786 –2.303 –3.482

(0.476) (0.487) (0.431) (–5.455,–4.116) (–2.988,–1.617) (–4.092,–2.873)

2x3–1 −1.841∗∗∗ 0.694 –0.195 2x3–1 –4.371 –1.704 –2.710

(0.478) (0.488) (0.431) (–5.041,–3.701) (–2.390,–1.018) (–3.319,–2.100)

Joint significance p < 0.001 p < 0.001 p < 0.001

Significance, 2x3–0 vs. 2x3–1 p ≈ 0.066 p < 0.001 p < 0.001

Round number 0.202∗∗∗ 0.127∗∗∗ 0.105∗∗∗

(0.055) (0.042) (0.006)

Second half 1.482∗∗∗ 0.999∗∗∗ 1.231∗∗∗

(0.159) (0.122) (0.070)

Seller fair price deviation 0.582∗∗∗ 0.650∗∗∗ 0.620∗∗∗

(fair price minus NE price) (0.043) (0.035) (0.021)

N 920 920 3680

|ln(L)| 2186.59 1968.33 8063.83

* (**,***): Marginal effect significantly different from zero at the 10% (5%, 1%) level.

The table shows that sellers, on average, under–price in all four cells, but as with buyers’
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under–responsiveness to price (see Table 6), there are systematic differences across cells.

Under–pricing is most severe in the 2x3–0 cell, and importantly, it is significantly more

severe there than in the 2x3–1 cell. Under–pricing decreases as subjects become more

experienced, but even in the last five rounds, it is substantial. Finally, we again find strong

evidence of a correlation between reported fair prices and actual price choices.

Result 6 In all four markets, sellers under–price relative to the Nash equilibrium price

given buyers’ actual price–responsiveness. This under–pricing varies systematically with

the cell, and overall is most severe in the 2x3–0 cell.

Result 7 Sellers’ under–pricing varies with their views of fairness; they under–price more

severely the lower is their reported fair price.

4.5 Fair prices

In Tables 5 and 8, we saw significant associations between sellers’ reported fair prices and

their actual price choices: sellers reporting higher prices as “fair” tend to post higher prices.

In Table 6, we saw a significant association between buyers’ reported fair prices and their

visit behaviour: buyers reporting higher prices as “fair” tend to be less price–sensitive.

These relationships were based on estimations that either were carried out separately for

each cell (in the case of buyers) or included controls for the cell (for sellers), and are thus

within–cell relationships. However, if there are systematic differences in these reported fair

prices across cells, these might be at least partly responsible for the treatment effects we

have observed.

Figure 7 displays scatter–plots of individual subjects’ reported fair prices with zero and

one uninformed buyer, in the 2x2 market (left panel) and 2x3 market (right panel), with

buyers displayed as dark circles and sellers as light circles/rings. (Recall that each subject

played 20 rounds with zero uninformed buyers and 20 rounds with one uninformed buyer,

and reported separate fair prices for each.) Also shown are the corresponding means for

all buyers and sellers in each cell, and the subgame–perfect–equilibrium prices. While the

modal fair price for both buyers and sellers in all cells is the equal–split price of 10, there

is substantial variation within and across cells. The within–cell variation suggests that sub-

jects are heterogeneous in their fairness views. The across–cell variation suggests, however,
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Figure 7: Subjects’ reported fair prices and subgame perfect equilibrium prices (area of a

dark circle is proportional to the number of buyers, area of a light circle is proportional to

the total number of buyers and sellers it represents)
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that these views are not completely context–free; rather, they partly reflect subjects’ per-

ception of the differing incentives in different cells. In both 2x2 and 2x3 markets, and for

both buyers and sellers, reported fair prices are significantly higher with one uninformed

buyer than with zero uninformed buyers (Wilcoxon signed–ranks tests, p < 0.01 for sellers

in either market, p ≈ 0.018 for buyers in the 2x2 market, p ≈ 0.062 for buyers in the 2x3

market).20 Most striking, the higher fair price in the 2x3–1 cell compared to the 2x3–0

cell is the reverse of the equilibrium prediction. If we define a subject–specific “fair price

deviation” measure as the difference between the subgame perfect equilibrium price in a

cell and the subject’s reported fair price for that cell, this deviation is significantly larger

(i.e., fair prices under–state the equilibrium price more) in the 2x2–1 cell than in the 2x2–0

cell, while it is significantly smaller in the 2x3–1 cell than in the 2x3–0 cell (Wilcoxon

20Curiously, we find only weak evidence of self–serving bias in reports of fair prices. In the 2x2 market,

buyers actually report higher fair prices than sellers, though these differences are not significant (robust

rank–order tests, p > 0.20 for both 2x2–0 and 2x2–1). In the 2x3 market, sellers do report at least weakly

significantly higher fair prices than buyers (p ≈ 0.043 for 2x3–0, p ≈ 0.091 for 2x3–1), though the magnitude

of the difference, roughly 70 cents in both cases, is small.
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signed–ranks tests, p < 0.001 in both markets and for both buyers and sellers).

Result 8 In the 2x2 market, both buyers and sellers report higher prices as being fair in

the 2x2–1 cell than in the 2x2–0 cell. In the 2x3 market, both buyers and sellers report

higher prices as being fair in the 2x3–1 cell than in the 2x3–0 cell.

Summing up, the discrepancies between the treatment effects we observe and the theoretically–

predicted ones are consistent with the implications of subjects’ fairness views. In the 2x2

market, the theory predicts a price increase when we move from zero to one uninformed

buyers. While the associated change in reported fair prices is smaller than the predicted

price change, it has the same sign. Since we have seen that higher fair prices are associ-

ated with higher actual prices (both directly in seller choices, and indirectly through the

incentive for higher prices due to reduced buyer price–responsiveness), we would therefore

expect higher prices in the 2x2–1 cell than in the 2x2–0 cell, which is indeed what we

observe. In the 2x3 market, the theory predicts a price decrease when we move from zero

to one uninformed buyers. However, the change in reported fair prices is in the opposite

direction of the theoretical prediction. Thus, we expect higher prices in the 2x3–1 cell than

in the 2x3–0 cell – the opposite of the theoretical prediction – and this is precisely what

happens.21

5 Discussion

Contrary to conventional wisdom and the early search literature, Lester’s (2011) compet-

itive search model implies that giving buyers more information about prices has an am-

21We also saw in Tables 5 and 6 that risk aversion was associated with seller price choices and buyer price

responsiveness, which suggests that differences in risk aversion might also explain our results. Since our

variation of the number of uninformed buyers was within–subject, a risk–aversion explanation would require

the same subject to have different levels of risk aversion in rounds 1–20 and rounds 21–40 of a session, and for

these levels to change systematically from zero to one uninformed buyers. We consider this to be implausible,

but cannot rule it out since we elicited risk attitudes only once for each subject. As suggestive evidence that

such within–subject differences do not exist, we note that of the six possible pair–wise comparisons between

market–role combinations, only one yields a significant difference in lottery–choice distributions at the 10%

level (robust rank–order tests, p ≈ 0.084 for buyers in the 2x2 market versus sellers in 2x3, p > 0.10 for

all other comparisons). Using a correction for multiple comparisons (Benjamini and Hochberg 1995), we

conclude that there are no significant differences in lottery choices across either markets or roles.
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biguous effect on prices: depending on parameters, prices may fall but they may also rise.

We test this model’s implications with a lab experiment, using two markets with opposite

theoretical predictions. When a 2x2 market (i.e., 2 sellers and 2 buyers) initially has no

uninformed buyers, we show by completing Lester’s analysis that changing an informed

buyer to an uninformed one is predicted to increase the price. In a 2x3 market with no

uninformed buyers, the opposite prediction holds: changing an informed buyer to an unin-

formed one should decrease the price.

We find only equivocal support for the model’s predictions. As predicted, prices in

the 2x2 market are higher when there is one uninformed buyer (our 2x2–1 cell) than when

both buyers are informed (our 2x2–0 cell), so that sellers become better off and buyers (both

newly–uninformed and still–informed) become worse off. But prices in the 2x3 market are

also higher with one uninformed buyer (2x3–1) than with zero (2x3–0), so again sellers

gain at the expense of buyers. That is, in the 2x3 market, the observed treatment effects are

in the opposite direction of the predicted effects.

The driver of these results seems to be subjects’ views of what a fair price is. These

views (or to be more precise, subjects’ reports of them) vary widely within each cell of

the experiment, and in systematic ways between cells. Notably, like observed prices but

not theoretically–predicted prices, reported fair prices in the 2x3 market are significantly

higher with one uninformed buyer than with zero. (In the 2x2 market, reported fair prices

show the same relationship as both observed prices and predicted prices.) Since subjects’

fair prices were elicited at the end of the experimental session – after all of the market

decisions were made – we cannot prove that their fairness views were the cause of the ob-

served treatment effects. However, a compelling argument is made by within–cell analysis,

which shows that subjects’ behaviour correlates with their reported fair prices. Sellers re-

porting lower fair prices under–charge more relative to the equilibrium prediction – even

in early rounds where treatment effects could not have been apparent to them. For their

part, buyers reporting lower fair prices are more price–responsive (again, both overall and

in early rounds), thus providing further incentives to sellers to lower their prices. Thus,

the counter–intuitive nature of the theoretical prediction for the 2x3 market is, in a sense,

exactly what leads to its undoing: buyers and sellers form their views about “fair” prices –

perhaps based entirely on intuition that more information should reduce prices – and these

views turn out to be self–fulfilling. The possibility that fairness considerations can affect
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market behaviour is well–known in the literature (see, for example, Kahneman et al. 1986,

Kachelmeier et al. 1991, Fehr et al. 1993, Tyran and Engelmann 2005, and Bartling et al.

2014), though their ability to do so varies widely according to the market’s structure and

the extent to which fairness views are common amongst market participants. Our setting,

with small market sizes (4 or 5 people per market), and with buyers and sellers reporting

nearly the same fair prices on average, seems to have given fairness views an especially

strong impact.

Our results should have clear implications for market settings outside the lab. While

external validity is always a valid concern when drawing conclusions based on lab ex-

periments, we are relatively confident regarding our findings for buyer behaviour, since

undergraduate students (the majority of our subject population) have plenty of experience

as buyers in many settings, and those at a large public university are fairly representative

of the overall population except in age, which is not likely to be a significant driver of be-

haviour in this environment. We are less confident that our findings for seller behaviour will

generalise, since undergraduates are less representative and less experienced as sellers than

as buyers. However, as we saw in Section 4.4, even if sellers play exactly as Nash equi-

librium implies given buyers’ behaviour, buyers’ deviations from equilibrium behaviour

on their own are sufficient to all but eliminate the predicted treatment effect between our

2x3–0 and 2x3–1 cells. So, even if “real” sellers were to behave as the theory predicts, we

should still not expect to see more informed buyers leading to higher prices.

To the extent that our results continue to hold in the field, there may be corresponding

implications for policy. Lester (2011) provides some motivation for his paper by noting

that many US states have legislated to increase price transparency in health–care markets.

The (unstated) implication of his theoretical results is that such policies may have perverse

effects, since making prices more transparent may also lead to price increases. Our em-

pirical results suggest that such perverse effects may be less likely or less strong than the

theory implies, tilting the balance in favour of price–transparency policies.

We close by suggesting a few avenues for further research in this area. Robustness test-

ing of our two main results – the relationship between price information and prices, and

the role of fairness perceptions – is particularly welcome.22 Our experiment used 2x2 and

22After finishing our paper, we became aware of another study of “Lester’s paradox” (Helland, Moen and

Preugschat, in preparation). At the time of this writing, their paper is not complete, but their preliminary

results give much stronger support for the theory than ours – or indeed almost any experimental test of theory
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2x3 markets; testing corresponding hypotheses for larger markets is warranted, though of

course data from larger markets are proportionately more costly. Field experiments would

also be useful. As mentioned above, one question raised by our paper is whether “real” sell-

ers would under–price to the same degree as our subjects. An experiment that drew sellers

from a population with selling experience (whether these are business owners or hobbyists

who sell small items on auction websites), would take a big step toward answering this

question.
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A Full regression results corresponding to Tables 5 and 6

Table 9: Tobit results from Table 5 – estimated average marginal effects and standard errors

Dependent variable: Posted price Transaction price

[1] [2] [3] [4]

1 uninformed buyer 2.103∗∗∗ 1.634∗∗∗ 1.995∗∗∗ 1.574∗∗∗

(0.069) (0.073) (0.071) (0.074)

2x3–market 1.509∗∗∗ 0.950∗∗ 1.748∗∗∗ 1.238∗∗∗

(0.430) (0.430) (0.414) (0.415)

Round number 0.104∗∗∗ 0.100∗∗∗ 0.114∗∗∗ 0.105∗∗∗

(0.006) (0.006) (0.006) (0.006)

Second block 1.975∗∗∗ 1.489∗∗∗ 2.022∗∗∗ 1.515∗∗∗

(0.060) (0.075) (0.071) (0.077)

Number of sellers (per matching group) −0.895∗∗ −0.876∗∗

(0.393) (0.379)

Seller decision time (sec.) −0.011∗ −0.028∗∗∗

(0.006) (0.015)

Seller fair price 0.420∗∗∗ 0.398∗∗∗

(0.026) (0.027)

Seller lottery choice 0.419∗∗∗ 0.378∗∗∗

(higher=less risk averse) (0.149) (0.144)

Female 0.130 0.136

(0.386) (0.373)

Age –0.020 –0.017

(0.029) (0.028)

Econ classes –0.240 –0.200

(up to 4) (0.151) (0.146)

Econ major (dummy) 0.686 0.726

(0.705) (0.681)

Portion of life lived in Australia –0.257 –0.196

(0.458) (0.442)

Constant 9.653∗∗∗ 8.612∗∗∗ 9.020∗∗∗ 8.275∗∗∗

(0.464) (2.012) (0.457) (1.936)

N 3680 3680 2959 2959

|ln(L)| 8063.83 7931.54 6285.64 6161.87

* (**,***): Coefficient significantly different from zero at the 10% (5%, 1%) level.



Table 10: Tobit results from Table 6 – estimated average marginal effects and standard

errors (informed buyers only)

Dependent variable: seller 1 visit [5] [6] [7]

Sample: (All rounds) (Rounds 1–7)

Predicted probability (of seller 1 visit) 0.610∗∗∗ 0.643∗∗∗ 0.598∗∗∗

(0.037) (0.037) (0.061)

1 uninformed buyer (dummy) 0.034∗ 0.031∗ 0.111∗∗∗

(0.018) (0.018) (0.031)

2x3–market –0.005 –0.005 –0.022

(0.021) (0.022) (0.029)

Round number 0.001 0.001 –0.001

(0.001) (0.001) (0.007)

Second block –0.025 –0.027 –0.028

(0.016) (0.017) (0.028)

Buyer decision time (sec.) –0.000 –0.001

(0.002) (0.002)

Buyer fair price –0.001 –0.004

(0.003) (0.004)

Buyer lottery choice 0.012∗ 0.013

(higher=less risk averse) (0.007) (0.010)

Female 0.023 –0.020

(0.022) (0.029)

Age 0.004 0.001

(0.003) (0.003)

Econ classes 0.004 –0.009

(up to 4) (0.008) (0.010)

Econ major (dummy) 0.006 0.106∗∗

(0.035) (0.044)

Portion of life lived in Australia 0.014 –0.006

(0.027) (0.034)

Constant term −1.237∗∗∗ −1.969∗∗∗ −2.260∗∗∗

(0.291) (0.551) (0.908)

N 3640 3640 1274

|ln(L)| 2202.66 2167.09 737.78

* (**,***): Coefficient significantly different from zero at the 10% (5%, 1%) level.



 
 

B  Sample instructions 

The instructions below are from the 3x2 market, with no uninformed buyers in rounds 1-20 and one 
uninformed buyer in rounds 21-40. Parts 1, 2 and 3 were given to subjects before round 1, between 
rounds 20 and 21, and after round 40 respectively. The instructions from the other treatments were very 
similar, and available from the corresponding author upon request. 

 

Instructions (Part 1) 

You are about to participate in a decision making experiment. Please read these instructions carefully, as 
the money you earn may depend on how well you understand them. If you have a question at any time, 
please feel free to ask the experimenter. We ask that you not talk with the other participants during the 
experiment, and that you put away your mobile phones and other devices at this time.  

This experiment has three parts. These instructions are for Part 1; you will receive new instructions after 
this part has finished. Part 1 is made up of 20 rounds, each consisting of a simple computerised market 
game. Before the first round, you are assigned a role: buyer or seller. You will remain in the same role 
throughout the experiment.  

In each round, the participants in this session are divided into “markets”: groups of five containing a 
total of three buyers and two sellers. The other people in your market will be randomly assigned in 
each round. You will not be told the identity of the people in your market, nor will they be told yours – 
even after the session ends.  

The market game: In each round, a seller can produce one unit of a hypothetical good, at a cost of $0. A 
buyer can buy up to one unit of the good, which is resold to the experimenter at the end of the round for 
$20. It is not possible to buy or sell more than one unit in a round. Sellers begin by choosing their 
prices, which are entered as multiples of 0.05, between 0 and 20 inclusive (without the dollar sign).  
 
After all sellers have chosen prices, all buyers can observe the prices of each of the sellers in their 
market, then each chooses which seller to visit. If only one buyer visits a particular seller, then that 
buyer pays the seller’s price for the seller’s item. If more than one buyer visits the same seller, then 
since the seller only has one unit, one of the buyers is randomly selected by the computer to purchase it 
at that seller’s price, and the other buyers are unable to buy. Any seller visited by no buyers is unable to 
sell. 
 
Profits: Your profit for the round depends on the round’s result. 
- If you are a seller and you are able to sell, your profit is the price you chose. 
- If you are a seller and you are unable to sell, your profit is zero. 
- If you are a buyer and you are able to buy, your profit is $20.00 minus the price you paid. 
- If you are a buyer and you are unable to buy, your profit is zero. 
 
Sequence of play in a round:  
(1) The computer randomly forms markets made up of three buyers and two sellers each. 
(2) Sellers choose their prices.  
(3) All buyers observe the sellers’ prices, then each buyer chooses which seller to visit.  



 
 

(4) The round ends. If you are a seller, you are informed of: each seller’s price, how many buyers visited 
you, quantity sold and profit for the round. If you are a buyer, you are informed of: each seller’s 
price, how many buyers visited the same seller as you, your quantity bought and profit for the round. 

After this, you go on to the next round. 
 
Payments: Your payment depends on the results of the experiment. At the end of the experiment, two 
rounds from Part 1 will be chosen randomly for each participant. You will be paid the total of your 
profits from those two rounds, plus whatever you earn in the other parts of the experiment. Payments 
are made privately and in cash at the end of the session. 
 

 Instructions (Part 2) 

The procedure in this part is nearly the same as before. You will play a similar market game for 20 
additional rounds. Your role (buyer or seller) will remain the same as before, and the participants in 
your market – a total of 3 buyers and 2 sellers – will still be randomly re-assigned in each round.  
 
The difference from the first part of the experiment is that now, in each round only two of the three 
buyers will be able to observe the sellers’ prices before choosing which seller to visit. The remaining 
buyer will still choose a seller to visit, but without having seen any prices. 

As before, if only one buyer visits a particular seller, then that buyer buys the seller’s item, and if more 
than one buyer visits the same seller, then one of them is randomly selected by the computer to buy. 
Profits are determined in the same way as in Part 1. 
 
Payments: At the end of the experiment, two rounds from Part 2 will be chosen randomly for each 
participant. You will be paid the total of your profits from those two rounds. Your payment from 
this part will be added to what you got from Part 1, and additional earnings are possible in Part 3. 
 

Instructions (Part 3) 

This part begins with a Gamble Selection Task. You will be shown five gambles, and will be asked to 
choose the one you prefer. Each gamble has two possible outcomes, with equal (50%) chance of 
occurring. Your earnings from this task will depend on which gamble you choose, and which outcome 
occurs.  

The gambles are as follows:  
 

Gamble Random numbers 1-50 (50% chance) Random numbers 51-100 (50% chance) 

1 You earn $4 You earn $4 

2 You earn $6 You earn $3 

3 You earn $8 You earn $2 

4 You earn $10 You earn $1 

5 You earn $12 You earn $0 

 



 
 

After you have chosen one of these gambles, the computer will randomly draw a whole number between 
1 and 100 (inclusive). If the random number is 50 or less, your earnings from this task are as shown in 
the middle column of the table. If the random number is 51 or more, your earnings from this task are as 
shown in the right column. The random number drawn for you may be different from the ones drawn for 
other participants. 
 
Once you have chosen a gamble, you will be shown another screen containing a questionnaire. You will 
receive $5 for answering all of the questions if you were a seller in Parts 1 and 2, or $15 if you were a 
buyer. Once everyone has finished the questionnaire, you will be shown the results of all three parts of 
the experiment.  
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