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1 Introduction

Why the average rate of returns varies across securities? It has been established that the re-

turns are compensation for bearing systematic risk. However, measuring the systematic risk

is a challenging task. This can be understood by the hundreds of new characteristics, as the

consequence hundreds of potential factors and possible many asset pricing puzzles, that have

been proposed in the literature of asset pricing.1 A common approach actively employed in the

literature of empirical asset pricing is the linear factor models which is used to run asset pricing

tests. The asset pricing models, at best, should be seen as an approximation to the true data

generating process. Surprisingly, the literature is rarely departure from the linear specification

which is mainly due to explainability/interpretation problem for a non-linear model. To facil-

itate the passage from the linearity specification and shed light for promoting more sensible

models, in this paper, we ask this question: how to explain the significance/importance of a variable

in an asset pricing model with a severe non-linearity and heavy parametrization formulation, neural

networks?

Multi-layer neural networks are considered as one of the best-performing class of artificial

intelligence.2 They estimate multi-variable target functions with remarkable accuracy, and yet

their statistical properties are rarely explored which is mainly due to severe non-linearity and

heavy parametrization features of neural networks.3 Among these properties, the regression

convergence rate and the variable significance test are among the most useful ones. The conver-

gence of the regression function to a specified target function (which is usually the true mean

of the response variable) shows that the bias of the regression function decreases as the sample

size increases. The variable significance test that is equivalent to the t-test of linear regression

helps us assessing the contribution of each of the independent variables to the variation of the

response variable.

A high estimation and prediction power of neural networks place them as an excellent

candidate for explaining the average rate of returns and measuring risk premiums. However,

the lack of their statistical inference has limited their application in the area of economic and

finance, specifically, among those people that seek model explainability, e.g., regulators and

investors. The main objective of this paper is: to expedite the crossing from linearity specification to

neural networks by developing a variable significant test.

1This is noted by Cochrane (2011), and more recently by Harvey et al. (2016), McLean and Pontiff (2016), Hou et al.
(2017), and Feng et al. (2019). For example, Harvey et al. (2016) is a cautionary note discussing the statistical tests
and suggest a much higher t-ratio should be achieved before a new factor is accepted. There are excellent reviews
on asset pricing such as Campbell (2000), Fama and French (2004), and Goyal (2012), among others.
2Detailed information about neural networks can be found in Anthony and Bartlett (2009) and Goodfellow et al.
(2016), among others.
3By considering the approximation problem through the neural networks in the context of the non-parametric
estimation, Farrell et al. (2021), Fallahgoul et al. (2019), and Shen et al. (2019) provide the first statistical inferences
for the neural networks.
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1.1 Primary contributions

The primary contributions of this paper are two-fold. First, we join to the fast-growing liter-

ature studying the application of machine learning in finance and economic. Specifically, the

asset pricing literature has been married to the deep learning – neural networks – by develop-

ing a variable significant test which explainability is no longer an obstacle in applying a general

class for asset pricing beyond linearity specification. Notably, we share the same ambitions as

Gu et al. (2020) (henceforward, GKX) in applying machine learning methods for measuring risk

premiums, however, this paper by providing a variable significant test moves further – neither

of the existing works can rigorously identify the most influential factors. To do so, this paper

develops a framework that can be used for measuring/quantifying the significance – in a statis-

tical sense – of a variable for models with the severe non-linearity and heavy parametrization

features – neural networks.

This paper extends the variable significance test in Horel and Giesecke (2020) (hencefor-

ward, HG) from sigmoid single-hidden layer neural networks to the smooth multi-layer per-

ceptrons (MLPs). To do so, the first step is to provide the consistency results for deep neural

networks and drive an estimation rate. We work with the recent results of Farrell et al. (2021)

who derive nonasymptotic bounds for nonparametric estimation using MLPs which hold with

a high probability. We use the same proving strategy to derive the consistency for the estima-

tor of f? (target function) such as f̂n. The consistency plays an important role as it guarantees

that the estimator f̂n is approximately equal to f? for a large n, and thus the statistical test con-

ducted on the estimator can be seen as the test on f?. However, unlike Farrell et al. (2021), we

only work with smooth MLPs with fixed-depth, i.e., Ld (depth of network) does not depend

on sample size n. The main reason for this choice is that we need the parallel containment of

smooth MLPs to construct the sieve space. We use the sieve space to derive the asymptotic

distribution of the smooth MLP estimator in a random function sense using the theory of em-

pirical processes.4 Furthermore, unlike Farrell et al. (2021), we do not work with Sobolev balls,

i.e., (Farrell et al., 2021, Assumption 2.), instead, with a subset of Sobolev balls (see Subsection

2.1). Note that Farrell et al. (2021) provide the estimation rate for casual parameters. They

mainly use "rates" to refer to nonasymptotic bounds.5

To our knowledge, the upper bounds, the consistency results, and the mathematically-

based variable significance test for fixed-depth multi-layer neural networks are new to the lit-

erature. HG is the first paper that develops theoretically-based statistical test for assessing vari-

able impact in regression when a one-layer sigmoid network is used as the regression function.

The only statistical test in regression for assessing independent variable significance that has a

4See Theorem 2.11.23 in Van der Vaart and Wellner (1996) and proof of Theorem 1 in HG.
5See page 8 in Farrell et al. (2021).
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proper mathematical foundation is t-test for linear regression. In application, a multi-layer net-

work have always been preferable to a one-layer network or other regression functions as this

complex network tends to have a better approximative power than its one-layer counterpart or

other machine learning functions.

Extending the new, theoretically-proven significance test in HG to multi-layer neural net-

works with different possibilities of smooth activation functions is very beneficial to future ap-

plicative works involving multi-layer networks. Note that the issue of training neural network

with smooth activation function may not be as restrictive as it is often thought by practition-

ers. We can basically do a linear transformation to functions such as tanh and sigmoid to make

these functions range larger than simply (0, 1) or (−1, 1), while preserving the same steepness

as the original tanh and sigmoid functions to ensure the similarities of the behaviour of the

transformed and the original functions when they are trained with SGD algorithm. The new

larger interval range is needed to ensure the activation functions do not saturate quickly during

the training process, and thus allowing the SGD-based algorithms to train the neural network

better. Hence, practically speaking, we can have a smooth neural network whose behavior dur-

ing the training process is not that different from ReLU network, as we can mitigate the issue

of quick saturation of smooth neural network by using this linear transformation.

Second, it has been well understood that measuring asset/market risk premium – the risk

premium is the conditional expectation of a future realized excess return – is directly connected

to the structure of an asset pricing model, equivalently, a stochastic discount factor (SDF). Be-

sides, such a measurement is fundamentally a problem of prediction. Machine learning meth-

ods in general – and neural networks specifically – are great tools for prediction tasks. GKX

find that all machine learning methods provide substantial improvements in out-of-sample

predictability over the traditional approaches. Furthermore, they show that the neural net-

work models with a small number of hidden layers are superior. However, as its point out in

GKX, interpreting machine learning models is modest where the neural networks are the hard-

est. This paper tackles this issue and complements the empirical findings of GKX by providing

a formal statistical tool to discover the most influential factors.

1.2 Literature review

This paper contributes to two strands of literature: neural networks and asset pricing.

1.2.1 Contribution to the neural networks

To assess the statistical significance of the independent variables in a single-layer feedforward

neural network, HG develop a pivotal gradient-based test statistic and study its asymptotics

using nonparametric techniques. However, their results are not adequate for the most useful

and attractive architectures of neural networks, e.g., multi-layer perceptrons. This paper ex-
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tends their results to the fully connected feed-forward neural networks where the activation

function is a general bounded, non-polynomial, and infinitely differentiable (smooth).6

To highlight our contribution relative to HG and Farrell et al. (2021), let us summarize the

theoretical results of this paper in five steps: (i) consistency; (ii) estimation rate; (iii) the asymp-

totic distribution of estimator, i.e., f̂n; (iv) the asymptotic distribution for the transformed of the

estimator, i.e., T [ f̂n], and; (v) the asymptotic distribution for the sample version of T [ f̂n], i.e.,

ρ2
n( f̂n). HG have skipped (i) and (ii) as they work with shallow networks and use the consis-

tency and estimation rate in Chen and Shen (1998).7 However, the estimation rate in Chen and

Shen (1998) is only valid for the shallow networks. This is one of the reasons that they restrict

their analysis to a single-hidden layer network with a sigmoid activation function. However,

in this manuscript, we prove the consistency for the smooth MLPs with fixed-depth and de-

rive the estimation rate. The activation function does not have to be sigmoid, but it can be any

smooth, non-polynomial functions. Note that the width of the network, Hn increases with the

sample size, n. This is meant to make the bias of the estimation by the least square estimator

decreases as n increases.

Farrell et al. (2021) provide non-asymptotic bounds which hold with a high probability.

However, to derive the empirical function of asymptotic distribution, we work with Theorem

2.11.23 in Van der Vaart and Wellner (1996) which requires the estimation rate. Then, we use

Theorem 3.2.2 of Van der Vaart and Wellner (1996) to show the convergence of our test statis-

tics, enabling us to conduct statistical testing with this statistics. Our results complement the

finding of Farrell et al. (2021) as we only work with smooth MLPs with fixed-depth, this class

of networks has not been considered in their framework. Furthermore, Farrell et al. (2021) as-

sume the width of network, Hn is dependent on the smoothness of β in Sobolev ball.8 However,

unlike Farrell et al. (2021), Hn in our setting does not depend on the smoothness β of (Farrell

et al., 2021, Assumption 2). This is important as the true smoothness is unknown. Thereby, the

β parameter in (Farrell et al., 2021, Assumption 2) is unlikely to match its practical counterpart.

Moreover, Farrell et al. (2021) does not derive any kind of statistical tests from its convergence

results. In this paper, we would like to show that the convergence of neural networks can

indeed contribute to the creation of proper statistical testing of neural networks.

Our variable significant test has the similar spirit to the wide variety of different meth-

ods that have been recently proposed to tackle interpretability and explainability of machine

learning algorithms, see Štrumbelj and Kononenko (2014), Bach et al. (2015), Datta et al. (2016),

6This extension is crucial for the following major reason. It has been formally shown that depth (number of layers)
– even if increased by one layer – can be exponentially more valuable than increasing width (number of nodes)
in standard feed-forward neural networks, see Eldan and Shamir (2016). Consequently, after the seminal work of
Hinton et al. (2006), the machine learning community has explored and utilized deeper (and wider) networks.
7Please see the proof of Theorem 3.1 in HG.
8Please see discussion on page 13 and 14 of Farrell et al. (2021).
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Ribeiro et al. (2016), Shrikumar et al. (2016), and Lundberg and Lee (2017), among others. For

example, Lundberg and Lee (2017) propose a unified framework for interpreting predictions,

SHAP (Shapley Additive explanations). However, our statistical test is the most similar to t-test

for linear regression, as both of them have proper theoretical foundation and are designed to

focus on assessing the significance of independent variables.

Many of the existing theoretical literature on neural networks such as Poggio et al. (2017),

Yarotsky (2017), Yarotsky (2018), and Montanelli and Du (2019) focus on the existence of neural

network estimator which approximates the target function with specific error rate. In practice,

however, what really helps is the approximation rate of the estimators gotten from minimizing

least square loss functions. Other works such as Anthony and Bartlett (2009), Akpinar et al.

(2019), and Bartlett et al. (2019) focus more on sample complexities, Vapnik-Chervonenkis and

Pollard dimension upper bounds, which do not give much insight about statistical explainabil-

ity in the way that estimation rate and variable significance test do.

1.2.2 Contribution to the asset pricing

An investigation on recent literature of asset pricing shows that there has been an increasing

push for the empirical analysis to turn its focus away from in-sample to studying the out-of-

sample evaluation, e.g., Rapach et al. (2010), Bryzgalova et al. (2019), and Kozak et al. (2020),

among others. Also, there exists fast-growing literature studying the application of machine

learning in finance. Sirignano et al. (2016) apply neural networks to analyze the behavior of

mortgage borrowers in the US. Heaton et al. (2017) explore the application of deep learning

hierarchical models for pricing securities, constructing portfolios, and risk management.

Several papers apply neural networks to predict risk premiums. Gu et al. (2020) provide a

groundbreaking and comprehensive analysis of machine learning methods for measuring as-

set risk premia. They highlight several interesting findings such as allowing for nonlinearities

substantially improves predictions, among others. Bianchi et al. (2020) propose, compare, and

evaluate a variety of machine learning methods for bond return predictability. They find that

non-linear methods can be highly useful for the out-of-sample prediction of bond excess re-

turns. Chen et al. (2019) apply the deep neural networks to estimate an asset pricing model.

They use the fundamental no-arbitrage condition as a criterion function to engage with the

generative adversarial network approach. This paper complements the findings of this strand

of literature by identifying the statistically significant predictors.

The paper is organized as follows. Section 2 lays down the regression framework and the

construction of the smooth MLPs under consideration. Then, the inferences built upon these

MLPs are given in Section 3 which is the main theoretical contribution of this paper. Subsection

3.1 contains the discussion about the probabilistic convergence of the smooth MLPs as well as
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the estimation rate of the regression target function. This convergence rate serves as a uni-

form asymptotic convergence rate which is used in Subsection 3.2 to construct the statistical

test together with its limiting distribution. Section 3.3 explores a discretization approach for

computing the asymptotic distribution. Section 4 explores the validity of theoretical results in

simulations. Section 5 provides a comparative analysis of neural network for measuring asset

risk premiums. Section 6 concludes.

2 The setting

In this section, we discuss the setting of the paper: regression framework, the hypothesis test,

and the structure of deep neural networks. Table 1 introduces the notation we use throughout.

Insert Table 1 about here

2.1 Regression framework and visual structure of target function

Consider a series of random variables (XXXi, Yi), i = 1, 2, ..., n living in the probability space

(Ω,F , P), where Yi are dependent variables whose values are affected by vectors of d i.i.d.

variables XXXi ∈ X := [−1, 1]d. We also assume Yi satisfy Yi ∈ [−M, M], where M > 0 is a fixed

positive real number that can be taken arbitrarily large. The covariates (or feature variables) XXX

with distribution P are related to the outcome Y through the following regression model

Y = f?(XXX) + ε (1)

where f? : X→ R is an unknown deterministic regression function that is continuously differ-

entiable. Here, we assume that covariate vectors XXX are continuously distributed according to

P, the joint law of both XXX and ε, which is absolutely continuous with respect to the Lebesgue

measure ∆, and also has a bounded, continuous, and strictly positive density. The errors ε sat-

isfy; ε are independent of XXX, E[ε] = 0, |ε| ≤ 1, and E[ε2] = σ2 < ∞. Note that f? is the true

mean of the response variable Y. We also assume

‖ f?‖∞ + ∑
~α∈(N∪{0})d

‖~α‖1=1

‖∇~α f?‖∞ ≤ 2M

where ~α is a multi-index notation and M is an arbitrary large positive constant. Note that

we use classic vector notation to indicate a multi-index. For the real vectors themselves, we

use bold letters (small bold letters if they are deterministic, and capital bold letters if they are

random).

We assume that the error term is homoscedastic and predictors are i.i.d. This assump-

tion is consistent with the HG and (Farrell et al., 2021, Assumption 1). Note that predictors

can be transformed using log, Box-Cox, or other non-linear transformations to reduce the het-

eroscedasticity. Furthermore, principal component analysis, among others, can be used to drive

a set of uncorrelated random variables from correlated random variables. Thus, the i.i.d. and
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homoscedastic nature of the regression model can still be considered in many applications.

Our goal is to estimate an unknown function, assumed-smooth function f?(x), and extend

the proposed variable significant test of HG from single-layer FFN to deep neural networks.

Thereby, it is natural to work with classes of functions in which deep learning is superior for

their approximation.9

Let us first explain assumptions related to the target function f?. We assume that f? ∈

Cbd/2c+2 ∩Hbd/2c+2,2.10 We need f? to have derivatives because we use Theorem 2 of Poggio

et al. (2017) which is only derived for estimating functions that have derivatives. Also, we use

Corollary 4 of Nickl and Pötscher (2007) to bound the integral of the entropy number of F (see

Section 3.2 for the construction of F ) which requires F ⊆Hbd/2c+2,2. To do so, we assume that

f? ∈Hbd/2c+2,2. As F \ [ f?] ⊆Hbd/2c+2,2, taking f? ∈Hbd/2c+2,2 implies F ⊆Hbd/2c+2,2.11

We also assume that f? has a binary tree visual structure as in Poggio et al. (2017) with cer-

tain depth and number of nodes. A hierarchical binary tree is a tree in which every child node

has exactly two parents (see Figure 1). The tree structure here is only a visual representation of

the mathematical operations inside the target function f?. It is not related to the tree structure

in computer science or machine learning. Hierarchical function composition has been used to

understand why and when one should use deep networks instead of shallow networks (with

just one-hidden layer), see Poggio et al. (2015) and Poggio et al. (2017), among others.

Insert Figure 1 about here

Note that the assumption regarding binary tree visual structure is not as strict as it may

appear to be. Many functions can be represented by a binary tree.12 For example, a linear

function whose rule is either summing or multiplying all of its d variables together, can be

represented by a binary tree. If d is an even number, then the binary tree representation is

clear. Otherwise, another variable whose value is zero can be added to the tree. Basic one-

variable functions such as trigonometric, exponential, and logarithmic functions can simply

be added to the output of the binary tree. Hence, any functions which are the composition of

summation, multiplications, trigonometric, exponential, or logarithmic functions have binary

tree representations. As a concrete example, function sin(X1 + X2) + X3 can be restructured

into binary tree where depth Ld = 3 with 4 nodes in the bottom level, 2 nodes in the second

level and 1 node in the top level. The 4 nodes in the bottom represent X1, X2, X3, and 0. For the

9See Poggio et al. (2017), where they review an emerging body of theoretical results on deep learning including the
conditions under which it can be exponentially better than shallow (just one-hidden layer) learning.
10Note that the intersection of Cbd/2c+2 and Hbd/2c+2,2 is not dense in Hbd/2c+2,2. For example, consider a constant
function on the real line where it belongs to Cbd/2c+2(R) but is not a member of Hbd/2c+2,2(R). Detailed information
about the Sobolev, Hölder, and Besov spces can be found in Giné and Nickl (2021).
11See the discussions in Sections 2.3 and 3.2 to see that members of F is a linear combination of f? and a neural
network which has smooth, non-polynomial activation function.
12See Figure 1 in Poggio et al. (2017).
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nodes in the second level, it represents sin(X1 + X2) and X3 + 0 = X3. The top node represents

the function sin(X1 + X2) + X3 itself.

To derive our main theoretical results, we assume that the complexity, N f , and depth, Ld

of the target function f? is fixed. This assumption is not as restrictive as it may appear to be.

Certainly, for a function with certain functional structure, there exists the lower bound for both

node number and depth. However, we can always expand the depth. As a general rule, if the

depth of the binary tree visual representation is Ld, then we can increase the depth to Ld + 1

by simply adding the output of the tree – the node that represent the original function itself

– with the output of the new function whose binary tree visual structure is exactly the same

as those belonging to the original function. In this case the new function simply takes zeros

for all of its inputs and the mathematical operation in each node in each of non-input layer

is single addition – the new function is thus equal to zero. The addition of these two output

nodes takes place in a new node in the new layer, and thus the depth is increased by one. Thus

what is really required is Ld to be sufficiently large, and if it is then N f will automatically be

sufficiently large.13

We use the hierarchical binary tree not only to work with classes of functions for which deep

networks are excellent approximators but also to take advantage of Theorem 2 in Poggio et al.

(2017) which allows us to derive the complexity – the number of hidden and output nodes – of

deep neural networks. To work with an empirical function of the asymptotic distribution, we

need the complexity of deep networks to derive the estimation rate for deep neural networks

(see Theorem 3.2.3 and its proof). HG do not consider classes of functions with the hierarchi-

cal binary tree compositions as they work with the single-layer feedforward neural network

(shallow networks) and use the estimation rate results of Chen and Shen (1998).14 However,

the estimation rate in Chen and Shen (1998) is only valid for shallow networks.15 Note also

that Farrell et al. (2021) do not use the hierarchical binary tree compositions as they only derive

asymptotic bounds which hold with a high probability.

2.2 The hypotheses test

Our primarily goal is to identify the significant covariates, e.g. xj, for prediction of Y through

function f?. In line with HG, we use the partial derivative of f? respect to xj. We say the co-

variate xj is not significant if
∂ f? (xxx)

∂xj
= 0 for all xxx ∈ X. The proposed significance test is based

on the weighted average of the partial derivative, with weights defined by a positive mea-

sure P. Specifically, the variable significance test is given by the following null and alternative

13See Poggio et al. (2017) and references therein.
14See rn in Theorem 3.1 of HG.
15See Equation (2.4) in Chen and Shen (1998).
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hypotheses

H0 : ζ j = E

[(
∂ f? (xxx)

∂xj

)2
]
=

∫
X

(
∂ f? (xxx)

∂xj

)2

dP(xxx) = 0 (2)

H1 : ζ j 6= 0

where xj is the jth element of xxx, i.e., the jth predictor. Similar to HG, we take the square of the

partial derivative to avoid compensation of positive and negatives values, ensure differentia-

bility, and help discriminate between large and small values.

The null hypothesis H0 is the generalization of the classical variable significance null hy-

pothesis H0 : β j = 0 for linear regression with linear functions f (xxx) = β0 +
d

∑
i=1

βixi. However,

for a non-linear function, the partial derivative
∂ f? (xxx)

∂xj
= 0 depends on xxx and is not flat.

2.3 Deep neural networks

In this section, we discuss the mathematical formulation for neural networks. We refer inter-

ested readers to Anthony and Bartlett (2009) and Goodfellow et al. (2016) for detailed exposi-

tion. Farrell et al. (2021) also provide an excellent discussion of deep neural networks and their

connection with the nonparametric estimation.

Analogies to classical nonparametric techniques, e.g., smoothing splines and kernel regres-

sion, we approximate the target function f? with deep neural networks. A crucial choice in

working with neural networks is to specify the network architecture or class.16 A neural net-

work has an input layer (d input units), an output layer, and one (shallow network) or several

(deep network) hidden layers. Each hidden layer has one or several nodes/units/neurons.

Also, an activation function ψ(.) : R→ R is applied to each hidden nodes. We only work with

feedforward neural networks (FFN) where connections between units do not form a cycle. We

approximate the target function f? with FFN that is fully connected between consecutive layers

but has no other connections and each hidden layer has the same number of hidden units. This

architecture is often referred to as a Multi-Layer Perceptron (MLP). There are two reasons for

working with this class of networks. First, this is the most widely used network architecture in

practice. Second, perhaps more importantly, we work with continuous differentiable functions

and MLPs are now known to approximate smooth functions well.

An illustration of the MLP can be found in Figure 2. The network consists of d = 2 input

units, corresponding to the covariates xxx ∈ Rd, one output unit for outcome y. Hidden units

are grouped in a sequence of Ld = 2 layers where a node is in layer l = 1, 2, ..., Ld if it has a

predecessor in layer l − 1 and no predecessor in any layer l′ ≥ l. Ld is referred as the depth of

16The choice of network architecture can be seen similar to its counterparts for nonparametric techniques, e.g., the
smoothing and tuning parameters for the smoothing spline.
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network. The number of units in a hidden layer is called the width of layer, denoted Hl = Hn.

Hn grows with the sample size – Hn grows larger as the sample size, n, grows larger, similar

to Farrell et al. (2021). The activation function ψ(.) : R → R is applied to all hidden nodes.

For the MLP architecture, all hidden layers have the same number of nodes, i.e., Hn. As a

results, the total number of units – the complexity of the network – is U = O(HnLd). As a

note on exposition, to be consistent with Poggio et al. (2017), if f denotes the neural networks

architecture, we would refer to the complexity of f by N f .

Insert Figure 2 about here

Denote the number of hidden layers and nodes in each layer with Ld and Hn, respectively,

where n denotes the sample size. Note that the depth of the MLP does not depends on n while

its width does. The target function f? is a member of the following function space

FDNN,Hn = {zLd+1,1(xxx) | xxx ∈ X}

where zl,j(xxx) is the output of the jth node of the layer l in the neural network with input xxx,

l = 0 or l = Ld + 1 correspond to the input and output layers, respectively, and 1 ≤ l ≤ Ld

correspond to the lth hidden layer. Also, j ∈ {1, 2, . . . , Hn,l}, where Hn,l is the number of nodes

in the lth layer, Hn,0 = d, Hn,Ld+1 = 1. For 1 ≤ l ≤ Ld, the formula zl,j(xxx) is

zl,j(xxx) = ψ

(
Hn,l−1

∑
k=1

γl,j,k · zl−1,k(xxx) + γl,j,0

)
where z0,k(xxx) = xk, the kth element of xxx, and ψ is an activation function and defined as

ψ : R→ [−b, b]

where b > 1 and ψ ∈ C∞ is not a polynomial. Note that γu,j,k and γu,j,0 denote the weights and

bias of a node u = (l, j), respectively.

When we say a smooth MLP, what we mean is an MLP with smooth, non-polynomial ac-

tivation function for its hidden nodes. In our case here, the activation function is tanh. There

are two reasons why tanh activation function is chosen. First, we take tanh as the activation

function instead of other common non-polynomial activation function such as sigmoid or neg-

ative sigmoid because tanh has a more expansive function range (−1, 1) instead of (0, 1) and

(−1, 0) for sigmoid or negative sigmoid, respectively. Theoretically, this larger range gives tanh

a better performance in training when compared to sigmoid or negative sigmoid. Note that the

choice of the activation function in this paper is not limited to tanh. We can use sigmoid, neg-

ative sigmoid, and other non-polynomical activation functions. However, the most commonly

used non-polynomial activation functions are tanh, sigmoid, and negative sigmoid.

The primary reason behind using the tanh activation function rather than ReLU (the acti-

vation function that is used in Farrell et al. (2021)) – ReLU(x) = max(0, x) – or its variants such

as Leaky/Parametric ReLU – LReLU(x) = αx + (1− α)max(0, x), and Exponential Linear, see
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Clevert et al. (2015), is its infinite differentiability. Our statistical test is only applied to neural

networks that have derivative – differentiability of target function f?. We also need to work

with Theorem 2 of Poggio et al. (2017), we need to go with infinitely differentiable activation

functions and not a polynomial. Note that ReLU is linear (zero) for all positive (negative) val-

ues. Thereby, it is sparsely activated, it is cheap to compute, and it converges faster as the slope

does not saturate/plateau. However, it is not differentiable. To preserve the advantages of

ReLU and overcome its differentiability problem, one can approximate the Leaky ReLU as a

differentiable smooth function αx + (1− α) log(1 + exp(x)). Hence, this smoothed version of

ReLU satisfies conditions under which can be applied within our theoretical framework.

When l = Ld + 1, formula for zLd+1,1(xxx) is

zLd+1,1(xxx) =
Hn,Ld

∑
k=1

γLd+1,1,k · zLd,k(xxx) + γLd+1,1,0 (3)

as the activation function is not applied in the output node. Note that j = 1 for the output

layer. The output of the neural network is the neural network function itself. Let us introduce

a new notation for the neural network function, fDNN,Hn(xxx). ’DNN’ in this case is the acronym

for ’Deep Neural Network’. Hn here is the number of hidden nodes per hidden layer. This

notation is chosen as we think it is more familiar with the readers. Equation (3) can then be

rewritten as

fDNN,Hn(xxx) =
HLd

∑
k=1

γLd+1,1,k · zLd,k(xxx) + γLd+1,1,0 (4)

= γLd+1 · zLd(xxx) + γLd+1,0

where γLd+1 = (γLd+1,1,1, γLd+1,1,2, · · · , γLd+1,1,HLd
), zLd(xxx) = (zLd,1(xxx), zLd,2(xxx), · · · , zLd,HLd

(xxx)),

and γLd+1,0 = γLd+1,1,0. Equation (4) is similar to a traditional series estimator, linear sieve.

It help us to understand how the graph architecture and activation function (the width and

depth) of a network can be interpreted the same ways as the smoothing (tuning parameters) of

a traditional series such as smoothing spline. It is also assumed that γu,j,k, the weight of a node

(l, j), is bounded with the `1 upper bound ‖γu,j,k‖1 ≤ Mb, where M > 0 is an arbitrary large

constant. We also assume that fDNN,Hn satisfy ‖ fDNN,Hn‖∞ ≤ M. The set FDNN,Hn is composed

of all functions fDNN,Hn whose mathematical form is described in (3) (or equivalently (4) ) with

the weight bound described above.

In sum, for a user-chosen architecture, encompassing the choice of ψ(.), Hn, Ld, and the

graph structure, the least square estimator belonging to FDNN,Hn is defined by f̂n and obtained

from

f̂n = arg min
f∈FDNN,Hn

n

∑
i=1

` ( f , xxxi, yi) (5)

where (xxxi, yi) is the samples from n observations of (XXX, Y), θ denotes all weights and biases for
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all nodes, and also

` ( f , xxxi, yi) :=
1
2
(yi − f (xxxi))

2 =
1
2
( f?(xxxi) + ε i − f (xxxi))

2 . (6)

The `(.) function is referred to as the loss or cost function.

In line with Farrell et al. (2021), the choice of M may be arbitrarily large, and is part of the

definition of the class FDNN,Hn . This is neither a tuning parameter nor regularization in the

usual sense: it is not assumed to vary with the sample size n, and beyond being finite and

bounding ‖ f ‖∞, no properties of M are required. We also use M to have bounded weights to

work with Theorem 2.6.9 of Van der Vaart and Wellner (1996) (see Assumption 3.1).

3 Inferences for smooth MLPs

We investigate neural networks from a nonparametric point of view, e.g., White (1989), Liang

(2018), Bauer et al. (2019), Farrell et al. (2021). Chen and Shen (1998) and Chen and White

(1999) provide fast convergence rates for use in semiparametric inference, but for shallow

and sigmoid-based networks compared to our deep, smooth MLPs. Farrell et al. (2021) de-

rive nonasymptotic bounds for nonparametric estimation using MLPs which hold with a high

probability. We use the same proving strategy to derive the consistency for the estimator of

f? such as f̂n. The consistency plays an important role as it guarantees that the estimator f̂n is

approximately equal to f? for large n, and thus the statistical test conducted on the estimator

can be seen as the test on f?. However, unlike Farrell et al. (2021), we only work with smooth

MLPs with fixed-depth, i.e., Ld does not depend on sample size n. The main reason for this

choice is that we need the parallel containment of smooth MLPs to construct the sieve space.

We use the sieve space to derive the asymptotic distribution of the smooth MLP estimator in a

random function sense using the theory of empirical processes.17 The bounds and consistency

results for fixed-depth networks appear to be new to the literature.

In this section, we show that any target function f? which satisfying our assumptions ex-

plained in Subsection 2.1 can be approximated by a member ofFDNN,Hn , provided that Hn,l ↑ ∞

when n ↑ ∞, ∀l. The accuracy of the estimation is guaranteed by an oP(1) upper bound of both

‖ · ‖L2(P) and the semi-norm

ρn(g(xxx)) :=

√
1
n

n

∑
i=1

(g(xixixi))
2

where xixixi, i = 1, . . . , n are empirical samples of xxx. This guarantees that the functional approx-

imation with f̂n is consistent. Readers who are interested in the proofs may refer to the Ap-

pendix.

3.1 Consistency of smooth MLPs

Farrell et al. (2021) provide nonasymptotic bounds for nonparametric estimation which hold

17See Theorem 2.11.23 in Van der Vaart and Wellner (1996) and proof of Theorem 1 in HG.
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with a high probability. However, to work with the empirical function of the asymptotic dis-

tribution, we need the estimation rate of deep networks to derive the estimation rate of deep

neural network (see Theorem 3.2.2 and its proof). To do so, we use Theorem 1 and 2 in Poggio

et al. (2017) which leads us to work with hierarchical binary tree networks (see Subsection 2).

Before stating our next assumption, let us provide a discussion about an approximation

error of the DNN. Define the ‖ · ‖∞-minimizer of FDNN,Hn and the related ‖ · ‖∞ distance to f?

as

fn := arg min
f∈FDNN,Hn

‖ f − f?‖∞ (7)

εn := ‖ fn − f?‖∞

where εn represents the approximation error of f? by fn. Note that εn is not a generic bias term

that is independent of FDNN,Hn . Indeed, the values of εn have an impact to the values of Hn

(see the discussion following Theorem 3.1.1). The values of εn is directly related to the value

of the upper bound of Theorem 3.1.1. It is obvious that fn is different from f̂n, as the former in-

dicates the optimal ‖ · ‖∞-approximator and the latter is the least square approximator. As our

neural networks are defined under the assumption of bounded weight ranges, the following

assumption is given.

Assumption 3.1. ∃L? > 0 such that ∀n ≥ L f? , weight assignments required in Theorem 1 and

Theorem 2 of Poggio et al. (2017) can be done in the weight ranges of FDNN,Hn .

Note that Assumption 3.1 is not quite strict as theFDNN,Hn weight ranges depend on param-

eter M which can be made arbitrary large. Therefore, for sufficiently large M, we can construct

FDNN,Hn that has ‖ · ‖∞-approximator as described in Theorem 2 of Poggio et al. (2017).

Under the assumptions regarding the target function f?, covariates XXX, and errors ε ex-

plained in Subsection 2.1, we obtain the following result which complements the nonasymp-

totic bounds ("rates") in Farrell et al. (2021).

Theorem 3.1.1. (Consistency and Upper Bound of Estimation) Let f̂n be the least square estimator

defined by (5), for a loss function obeying (6), with width Hn and depth Ld. Then with probability at

least 1− e−p, for n large enough,

‖ f̂n − f?‖L2(P) ≤ U(C′, εn) := C′

√H2
nL2

d ln(HnLdn)
n

+

√
ln(ln(n)) + p

n
+ εn


where the order of p = p(n) must be less than H2

nL2
d ln(HnLdn) and C′ > 0 independent of n but might

depend on d, M, and other fixed constants. Furthermore, the same upper bound applies for ρn(( f̂n −

f?)(xxx)).

Similar to Theorem 2 of Farrell et al. (2021), Theorem 3.1.1 gives a flexibility in controlling

the upper bound U(C′, εn) by using the term Hn, which is the number of hidden nodes in each
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of hidden layers in the network belonging to FDNN,Hn . However, unlike Farrell et al. (2021),

Hn in our setting does not depend on the smoothness β of (Farrell et al., 2021, Assumption

2). This is important as the true smoothness is unknown. Thereby, the β parameter in (Farrell

et al., 2021, Assumption 2) is unlikely to match its practical counterpart. We can also adjust the

values of p to get the convergence rate that we require, as long as p = o(H2
nL2

d ln(HnLdn)).

Note that f? ∈ Wd,2
1 – the term comes from Poggio et al. (2017). Referring to Poggio et al.

(2017), f? ∈ Wd,2
1 means f? is a function with a binary tree visual representation which has

continuous partial derivatives of orders up to 1. Hence, by Theorem 2 of Poggio et al. (2017),

we can argue that N fn = O(dε−2
n ). Note also that fn is a function that is discussed in the

Theorem 2 of Poggio et al. (2017). From (Poggio et al., 2017, Theorem 2), we can choose εn

first which depends on n, and then we can decide the order of the number of the nodes in

fn which is needed to approximate f? with approximation error at least εn. The simple fact

that fn ∈ FDNN,Hn implies fn is a neural network with Ld hidden layers and Hn hidden nodes

in each of hidden layer. Hence, we have N fn = O(HnLd). Finally, as N fn = O(HnLd) and

N fn = O(dε−2
n ), we can deduce Hn = O( d

Ld
ε−2

n ). Take εn such that

o(1) = εn = ω(n−0.25) (8)

where an = ω(bn) indicates lim
n→∞

an

bn
= ∞. One can take εn = n−0.17, for example, to get the

approximation. The power does not have to be −0.17. We can take other power, such as −0.20,

as another example. Any power that satisfies equation (8) can be chosen such that εn must be

of order na, with−0.25 < a < 0. Although εn is not zero, its convergence to zero plays a part in

justifying the convergence of the exact sieve estimator f̂n. This together with the upper bound

from Theorem 3.1.1 gives o(1) = U(C′, εn) = ω(n−0.25). The reason for this order taking of

both εn and U(C′, εn) is the order satisfaction required in the proof of Theorem 3.2.3.18

3.2 Test statistics

Before proving the significance test, there are two constructions taking place; working function

space with its sieve space, and its estimator asymptotic distribution. First of all, a function

space which is both convex and ‖ · ‖L2(P)-compact is required. The convexity is required for the

proof of Theorem 3.2.2, which requires Theorem 2 from Römisch (2004). In this subsection, we

are going to construct a function space and a sieve space inside it that is related to FDNN,Hn .

Take the equivalence class [ f?] such that ∀ f ∈ [ f?], ∃t > 0 such that f = t f?. Design

a smooth neural network space FDNN which is composed of fixed-depth smooth MLPs with

depth Ld, finite numbers of nodes per layer and finite weight assignments, equal number of

hidden nodes for each of hidden layers, and ψ as its activation function. In the context of

FDNN , there is no limit in terms of the number of hidden nodes per layer for its members. We

18See Appendix A for details.
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assume that the absolute values of the norms of weights of the computation nodes of FDNN is

bounded above with the same upper bound as FDNN,Hn . We also assume the same norm that

is used here. This ensures FDNN,Hn ⊆ FDNN .

Remark 3.2.1. Note that FDNN is closed with respect to addition. Also, ∀v ∈ FDNN ,

∃v′1 ∈ FDNN,Hn , N1 ∈ N such that ∀n ≥ N1, v ≡ v′1. This is true as we have parallel containment of

smooth MLPs, and the parameter weights of nodes that do not exist in the smaller MLP are zero. Note

also that FDNN,Hn is a fixed-depth networks. This means that we only consider fixed-depth network in

the training.

Next, we construct a function set [ f?] + FDNN := {c1 f? + c2v | v ∈ FDNN , c1, c2 ∈ R}. It is

easy to see that [ f?] +FDNN is convex. To have ‖ · ‖L2(P)-compactness, define

F :=
{

f ∈ [ f?] +FDNN : ‖ f ‖Hbd/2c+2,2 ≤ B, ‖ f ‖L2(P) ≤ M11

}
. (9)

Its ‖ · ‖L2(P)-compactness is guaranteed by the following facts; F is ‖ · ‖L2(P)-closed, and F ⊆

F := {C1(X) | ‖ f ‖Hbd/2c+2,2 ≤ B} and F is proven to be ‖ · ‖L2(P)-compact in Freyberger and

Masten (2015).

Thus the sieve space is defined as

Fn :=
{

t1v′1 + t2v′2 = f11 ∈ F : v′1, v′2 ∈ FDNN,Hn , t1, t2 ∈ R s.t. sup
V1∈v′1

‖t1 · w1(V1)‖1, (10)

sup
V2∈v′2

‖t2 · w2(V2)‖1 ≤ M22b
}

where w1 and w2 are weights of computation nodes V1 and V2, respectively. Definitely, if f11 ∈

FDNN,Hn satisfies the bound requirements of F in (9) and the additional bound requirements

of Fn in (10), then f11 ∈ Fn ⊆ F . This is true as we can take t1 = 1, t2 = 0, and v′1 ≡ f11.

The estimator f̂n is the exact sieve estimator of Fn. It guarantees the denseness of ∪n∈NFn

in F . Moreover, Theorem 14.5. from Anthony and Bartlett (2009) and also the additivity of

fixed-depth neural networks ensure Fn ⊆ FDNN,2Hn , which guarantees that the metric entropy

integral of Fn is bounded ∀n. Remark 3.2.1 and the way fn is defined in (7) show that an

arbitrary t1 f? + t2v ∈ F can be approximated by t1 fn + t2v ∈ Fn with asymptotic ‖ · ‖∞-

accuracy at least εn.

Remark 3.2.2. The restriction in (9) is needed to have the ‖ · ‖L2(P)-compactness of F . The reason is

that we need to use (Kim et al., 1990, Lemma 2.6.) in Appendix B.2, whose one of the requirement is the

compactness of the index space of the related Gaussian process, and the index space itself is F .19 Take f11

to be an arbitrary member ofF . The denseness ofFn insideF is guaranteed by the fact that we can choose

v′1 and v′2 belonging to FDNN,Hn such that v′1 belongs to a sieve sequence approximating the [ f?] part of

f11 (as the consequence of Assumption 3.1 and Remark 3.2.1) and v′2 approximating the FDNN part of

19Please see the proof in Appendix B.2 for the details of how this lemma is applied.
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f11 (as the implication of Remark 3.2.1). Note that M, b, and B in (9) and (10) can be chosen arbitrarily.

Although f̂n ∈ FDNN,Hn , we can construct F and Fn that satisfy f̂n ∈ Fn ⊆ F , ∀n by adjusting the

arbitrary parameters M, M11, M22, b, and B. However, we do require M11 � M and M22 � M to

make sure that we can use M as the largest arbitrary positive constant as we always involve M in the

proving section in the Appendix. We can do this as their values are taken after we have f?. Moreover,

as these five parameters can be set arbitrarily large, the realistic algorithm for training smooth neural

networks such as SGD-based algorithm can be used to train the neural network that yields a least-square

estimator belonging to Fn, ∀n. For example, one can simply initiate a network with parameter values

close to zero and train it with the SGD algorithm as usual. These parameters and f? come first before

all function spaces above are constructed, and thus they do not require value adjustments. Note that

the alternative parameterization that might exist in F \ (Fn ∪ [ f?]) does not play any role regarding

the weak convergence either. We are specifically talking about the weak convergence of the least square

estimator f̂n here.

Theorem 3.2.1. (Limiting Distribution of f̂n). Suppose that H2
nL2

d ln(HnLdn), ln(ln(n)) + p(n),

and εn from Theorem 3.1.1 are all o(n). Then,

U(C′, εn)
−1( f̂n − f?)

d−→ h(max) in (F , ‖ · ‖L2(P))

where h(max) is the unique arg max of the Gaussian process
{

G f : f ∈ F
}

with E[G f ] = 0 and

Cov(G f1 , G f2) = 4σ2EXXX[ f1(XXX) f2(XXX)].

This theorem enables us to construct the statistical test for f?. However, the statistics

U(C′, εn)−1( f̂n − f?) does not involve any relation to the independent variables xj, and thus

cannot provide any assessment to variable significance. Moreover, as we do not know the true

functional form of f?, we cannot yet use Theorem 3.2.1 to conduct the proper statistical test-

ing. It is thus imperative for us to develop a statistics that involves the independent variables

and does not have explicit expression of f?. Following HG and (2), the test statistics under

consideration has the following form

T [ f̂n] =

∫
X

(
∂ f̂n (xxx)

∂xj

)2

dP(xxx). (11)

The limiting distribution of T [ f̂n] is required. Again, by following the same strategies from

HG, the following theorem can be proven.

Theorem 3.2.2. (Limiting Distribution of T [ f̂n]). If the null hypothesis (2) were true and hypotheses

of Theorem 3.2.1 are satisfied, then

U(C′, εn)
−2T [ f̂n]

d−→ T [h(max)]

and T [h(max)] is defined similar to (11).

16



Note that the randomness of T comes from the members ofF themselves. As we work with

samples, and ρ2
n

(
∂ f̂n

∂xj
(XXX)

)
=

1
n

n

∑
i=1

(
∂ f̂n(xixixi)

∂xj

)2

can be seen as a discrete, empirical functional

of T [ f̂n], it is natural to work on ρ2
n

(
∂ f̂n

∂xj
(XXX)

)
. The following theorem shows that the limiting

distribution of ρ2
n

(
∂ f̂n

∂xj
(XXX)

)
is indeed the same as those of T [ f̂n]. This is the main result of this

section.

Theorem 3.2.3. (Limiting Distribution of ρ2
n

(
∂ f̂n

∂xj
(XXX)

)
). Suppose that all hypotheses of Theorem

3.2.2 are satisfied. Then, we have

U(C′, εn)
−2ρ2

n

(
∂ f̂n

∂xj
(XXX)

)
d−→ T [h(max)].

3.3 Computing the asymptotic distribution

In this section, we discuss how the implementation of Theorem 3.2.3 via a discretization ap-

proach can be done. Clearly, the arg max h(max) of the Gaussian process G in the previous

section satisfies G(h(max)(φ), φ) > G( f (φ), φ), ∀φ ∈ Ω. Following HG, a discrete approxima-

tion of G paths can be obtained by sampling a multivariate normal distribution with dimension

C, where C is the cardinality of ζ-cover { f1, . . . , fC} of F , with mean vector 000 and a covariance

matrix whose elements in jth row and kth column are given by cj,k = E(( f j fk)(XXX)), ∀j, k ∈

{1, . . . , C}. Note that ∀a > 0, G(h(max)(φ), φ) > G( f (φ), φ) ⇐⇒ a · G(h(max)(φ), φ) >

a · G( f (φ), φ). This ensures that in the implementation, the constant 4σ2 in the covariance

matrix can be ignored.

As computing ζ-cover of F for a specific value of ζ is challenging, we replace the explicit

ζ-cover with an approximate cover, composed of the same network architectures as the trained

model. For example, if the trained model has three-hidden layers (NN3), we use the MLPs with

three-hidden layers to approximate the ζ-cover of F .20 Note that we do not have to always use

tanh when it comes to approximating the function. What is really required to generate ζ-cover

of F is to have a collection of neural networks that can approximate all functions inside F with

the largest distance between a member of F and the nearest neural network from the related

F member is ζ.

The discretization approach can be summarized into the following three steps:

Step 1. Approximating ζ-cover of F :

Sample m neural networks, ( f1, f2, · · · , fm), either with the same architecture as

20Theoretically speaking, one can approximate the ζ-cover of F via a composition of one-layer networks with
sigmoid as the activation function. The reason behind this choice is (Poggio et al., 2017, Proposition 2.), which
guarantees the ability of one-layer network with smooth non-polynomial activation function to approximate any
differentiable function in such way so that the approximation bias decreases as the number of hidden nodes in-
creases. Therefore, a set of one-layer networks with a specified number of hidden nodes can be seen as functions
with a distance ζ ′ to other members of F , and the larger the hidden node number is, the smaller ζ ′ is.
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the trained model or other types of neural network that can serve as the "correct

approximator",21 by sampling its parameters from a Glorot normal distribution – a

truncated normal distribution centered at 0 with standard deviation
√

2/(d + 1). This

collection of neural network is the approximate ζ-cover of F .

Step 2. Simulate a sample from a multivariate normal and find ĥ(max):

Take a sample from a multivariate normal of dimension m which has mean vector 000 and

covariance matrix with elements in jth row and kth column are approximated by ĉj,k =

1
n

n

∑
l=1

( f j fk)(xxxl) – the empirical covariance or variance of the function f j fk.

– The index of the maximum value of this multivariate normal corresponds to the one-

layer network that serves as an approximate arg max of G, and denote it by ĥ(max).

Step 3. Generate one approximate sample of T [h(max)]:

Generate one approximate sample of T [h(max)] by taking ρ2
n

(
∂ĥ(max)

∂xj
(xxx)

)
.

Repeating these three steps np times gives ĥ(max)
1 , . . . , ĥ(max)

np to generate np samples of

T [hmax]. After simulating np samples of the asymptotic distribution T [h(max)], the testing is

conducted at 100α% significance level by comparing the values of the test statistics ρ2
n

(
∂ f̂n

∂Xj

)

to the 100(1 − α)% quantile of np samples of T [hmax], call it T̂

∂ĥ(q)100(1−α)%

∂Xj

. Next, the

following standard procedure is performed:

• If ρ2
n

(
∂ f̂n

∂Xj

)
> T̂

∂ĥ(q)100(1−α)%

∂Xj

, then we rejectH0 in favor ofH1 at 100α% level.

• Otherwise, we fail to rejectH0.

Note that for an iteration of the discretization, one member of the the ξ−cover is used as

the argmax of the Gaussian process to derive the following sample

ρ2
n

(
∂h(max)

∂xj
(XXX)

)
=

1
n

n

∑
i=1

(
∂h(max)(XiXiXi)

∂xj

)2

(12)

where XXX is the training sample. Given a sample test, as we consider np iteration, we derive np

samples per predictor/covariate using (12). For each predictor, we have (possibly) np different

samples which is used to derive the p-values by calculating sample quantiles. Hence, in each

iteration h(max) is the same across all predictors, however, the sensitivity of it respect to each

predictor can be different through the partial derivative in (12).

21Being the "correct approximator" means the bias of the approximation of each member of the related function
space decreases as the number of hidden nodes in each of the neural networks composing the approximate ζ-cover
is increased.
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There are three main choices for the discretization of the asymptotic distribution: (i) neu-

ral network architecture for approximating ζ-cover of F ; (ii) the dimension of the Gaussian

process, m, and; (iii) the number of samples for the asymptotic distribution, np. Increasing np

without changing the the architecture and/or m can give redundant samples whose values are

not close to the true value of T
[

h(max)
]
. Increasing the network’s width and/or depth with-

out np can result in unsatisfactory variation of the samples of T
[

h(max)
]
, and there will be the

same problem if one increases m while fixing the other parameters. In HG, the discretization

approach generates 10,000 simulations (thus np = 10, 000), and the related approximate ζ-cover

of F uses 500 neural networks (and hence m = 500) with H = 25 hidden nodes for each hidden

layer in each of these neural networks, regardless of the sample size n.

4 Monte Carlo simulations

The simulation version of the model (1) is conducted to test the performance of the designed

smooth MLP statistical test. However, first, it might be interesting to show the superiority of

the MLPs over the one-layer sigmoid neural networks. We refer the interested readers to Fal-

lahgoul et al. (2019) for a detailed discussion on the comparison of one-layer sigmoid networks

with the ReLU feed-forward networks which has a multi-layer architecture.

4.1 A model

In line with HG, we consider the following model. The true dependent variable Y is related to

the predictors XXX ∈ R8 under

Yi = f?(XXXi) + εi = 8 + X2
1,i + X2,iX3,i + cos (X4,i) + exp (X5,iX6,i) + 0.1X7,i + εi, i = 1, 2, · · · , n

(13)

where εi ∼ N
(
0, 0.012). The predictors are generated in two different ways: uncorrelated and

correlated. As for uncorrelated case, Xj ∼ U (−1, 1), j = 1, . . . , 8, and Xj’s are independent to

each other. For the correlated case, we first generate samples (X′1, . . . , X′8) from 8-dimensional

multivariate normal distribution with mean vector 000 and covariance matrix

Σ =



1 0 0 0 0 0 0 0

0 1 0.5 0 0 0 0 0

0 0.5 1 0 0 0 0 0

0 0 0 1 0 0 0 0

0 0 0 0 1 0.5 0 0

0 0 0 0 0.5 1 0 0

0 0 0 0 0 0 1 0

0 0 0 0 0 0 0 1


and Xj, the true predictor, is then obtained by applying standard normal cumulative distribu-

tion function to X′j.
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Note that in this simulation, f? has a binary tree visual representation with depth Ld = 3. It

takes input of 8 variables, with the new variable preceding the first variable, call it X1,arti f icial,i

is simply just zero (X1,arti f icial,i = 0). The first non-input layer of this binary tree is comp

8 + X2
1,i + X1,arti f icial,i, X2,iX3,i, cos (X4,i) + 0.1X7,i, and exp (X5,iX6,i), respectively. The sec-

ond non-input layer above the first one have two nodes representing the mathematical oper-

ations
(

8 + X2
1,i + X1,arti f icial,i

)
+ (X2,iX3,i) and (cos (X4,i) + 0.1X7,i) + (exp (X5,iX6,i)), respec-

tively. The third, last non-input layer above the second non-input layer, has one node repre-

senting the addition of the output of the mathematical operations from each of the two nodes

in the second layer, and thus this node in the uppermost layer represents the f? itself. Note also

that we do not really have to set Ld = 3. As it has been discussed in Subsection 2.1, we can in-

crease the depth into four, five, six, and so on. The depth of the binary tree visual representation

of f? in this simulation can be increased to four by simply combining the binary tree representa-

tion of f? from (13) to the visually identical binary tree representing zero function (this function

takes zero as all of its input, and then performs addition at all of its computational nodes). The

same strategy can be used to increase the depth to five, six, and so on. However, the lowest

possible depth of the binary tree representing f? from (13) is three.

4.2 Fitting the smoothed MLP in the Monte Carlo simulation

The neural network implementation is done by using Keras 2.2.4 package, which is a part of

Python 3.7.4 programming language for doing the rest of the simulations. The training itself

is done using Nadam algorithm in the Keras Library with both learning rate and the related

ε equal to 10−4. The batch size is 32, the epoch size is 128, and the sample size for training is

n = 2× 105. Following the binary-tree representation of f? in (13), the depth of the network

is Ld = 3 and the activation function being used is ψ ≡ tanh. The reason Ld = 3 is chosen is

because f? in this simulation has depth Ld = 3, as explained in Subsection 4.1.

The mean squared errors and R2 for the trained model are 6.98× 10−4 and 0.998, respec-

tively. However, these statistics for the linear regression are 0.351 and 0.010, respectively. These

results reveal the superiority of neural networks against linear regression which is not surpris-

ing. More specifically, if the true data generating process is a non-linear function, the linear

regression dramatically fails to capture the structure of the model. This can be critical, as ex-

ante the true data generating process is unknown.

4.3 Discretization results

We have run a new simulation whose parameter values are consistent with those from Horel

and Giesecke (2020). To get the testing results of the null hypothesis H0 against the alternative

hypothesis H1, see in (2), for every variable Xj, the discretization process is repeated np = 104

times. The number of one-layer sigmoid networks that are sampled in this case is m = 500,
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and each of these neural networks has 25 hidden nodes per hidden layer.22 The sample size

for testing is n = 2× 105. Then, those variables Xj which give H0 rejection are scored 1 and

those that fail to reject H0 are scored 0. Table 2 reports the variable significant test results. It

reveals that the only insignificant variable at 5%-level is X8. However, all other variables are

significant at 5%-level as we fail to reject the null hypothesis. Hence, the testing results correctly

discriminates the variables that are significant and those that are not.

Insert Table 2 about here

4.4 Test statistics values

The values of the test statistics ρ2
n

(
∂ f̂n

∂Xj

)
and leave-one-out metric (LOOM) for each variable

Xj, j = 1, . . . , 8 are provided in Table 2. The top(bottom) panel contains the data of the values

of both statistics when the variables are generated from uncorrelated U (−1, 1) distribution

(correlated with a Gaussian copula).

Table 2 reveals several interesting findings. First, the test statistics and the LOOM give a

low value for the redundant variable X8. Thus they correctly identify the insignificance of X8

in predicting the response variable. Second, the variable X1 is found to be the most significant

predictor. This is expected as it contributes to the response variable through a quadratic func-

tional. Third, predictors X2 and X3 (as well as X5 and X6) have the same significant on response

variable in terms of both metrics. This is not surprising as they influence the response variable

similarly. Fourth, the values and the testing results of top and bottom panels are very simi-

lar, except for the correlated predictors X5 and X6, where both statistics are significantly larger

than the uncorrelated case. This is due to the fact that correlation between these two variables

makes each of them more positive or negative if the other one goes in a more positive or nega-

tive direction. Hence, the multiplication of them is a slightly larger because of the correlation.

As both variables are mapped through natural exponential functional, their contributions to f?

values also become larger, which means both variables are more significant to f? than in the

uncorrelated case.

5 An empirical analysis of U.S. equities

In this section we apply the proposed variable significant test to a large set of factors (predic-

tors) considered in the previous literature, e.g., Green et al. (2017), Kelly et al. (2019), Freyberger

et al. (2020), and GKX. We first analyze the out-of-sample performance of MLPs in measuring

risk premia. Next, we conduct out the variable significant test to find out which predictors

statistically are significant.

22Please refer to Subsection 3.3 to see the details of the discretization approach.
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5.1 Data

We obtain monthly total individual equity returns from the Center for Research in Security

Prices (CRSP) for all firms listed in the three exchanges, NYSE, AMEX, and NASDAQ. The

sample period begins in January 1, 1967 and ends in December 31, 2019, totaling 53 years.23 We

approximate the risk-free rate as the Treasury-bill rate and calculate monthly excess return.24

We divide the the data into 20 years of training sample (1967-1986), 5 years of validation sample

(1987-1991), and the remaining 28 years of out-of-sample testing (1992-2019). The number of

stocks during our sample period is 26,300, with the average number of stocks per month is

around 4,400.

In addition, we build a large collection of stock-level predictive characteristics by following

the literature of cross-section of stock returns, e.g., Green et al. (2017) and Kelly et al. (2019),

among others.25 We initially construct 94 stock-level predictive characteristics from variables

in Compustat and CRSP. Table A1 reports a detailed description about these characteristics.

Not all stocks have complete characteristics information in each month. Unlike GKX and in

line with Freyberger et al. (2020), Kelly et al. (2019), and Chen et al. (2019), without replacing a

missing characteristic in one month with its cross-sectional median/mean value of that month,

we only include stocks with all characteristic information available in a given month. As a

result, we drop 16 characteristics to keep our sample period spans 1967 to 2019 after removing

any stock with any missing characteristic.26 This leaves us with 78 characteristics where 59

(19) of them are annually (monthly) updated.27 For each characteristic in a given month, we

cross-sectionally rank the values of that characteristic and map these ranks into the [−0.5, 0.5]

interval similarly to Kelly et al. (2019). Eventually, the number of available stocks during our

sample period reduces to 4,826, with the average number of stocks per month is around 814.

We also construct 8 macroeconomic predictors based on Welch and Goyal (2008), includ-

ing dividend-price ratio (dp), earnings-price ratio (ep), book-to-market ratio (bm), net equity

expansion (ntis), Treasury-bill rate (tbl), term spread (tms), default spread (dfy), and stock

variance (svar). Similarly to McCracken and Ng (2016), we apply standard transformations to

macroeconomic predictors to remove the non-stationarity in macroeconomic time series. After

transformation, we also normalise macroeconomic predictors with their corresponding mean

and standard deviation calculated only in the training sample period. Table A2 provides a

23Our start date is similar to Chen et al. (2019).
24The monthly Treasury-bill rate is from Amit Goyal’s Web site.
25Similarly to GKX, we construct these characteristics based on Green et al. (2017). We adapt the SAS code available
from Jeremiah Green’s Web site and extend the sample to December 31, 2019.
26We drop all quarterly characteristics including aeavol, cash, chtx, cinvest, ear, ms, nincr, roaq, roavol, roeq, rsup,
stdcf, stdacc, two annual characteristics, secured and realestate, as well as one monthly characteristic, zerotrade.
27To predict the return at month t + 1, we calculate the monthly characteristics at the end of month t, assuming
that monthly accounting data is available at that time. We calculate the annually characteristics at the end of month
t− 6, assuming that the annually data is released at least six months before the end of month t.
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detailed description of these predictors and the corresponding transformations. As an illustra-

tion, we show the time series (top panel), transformation (middel panel), and normalization

(bottom panel) of three macroeconomic predictors in Figure 3. A visual inspection reveals that

neither of time series are stationary while applying the standard transformations solve non-

stationarity in these predictors.

Insert Figure 3 about here

5.2 Equity premium prediction: the overarching model

The equity premium – excess return – is given by

Equity Premium(t) = re
i,t = ri,t − r f

i,t+1

where ri,t+1 and r f
t+1 are the equity returns on asset i and the risk-free rate, respectively. We

model excess returns as

re
i,t+1 = E(re

i,t+1) + εi,t+1 = f?(XXXi,t) + ε i,t+1

where f? is a general multivariate function and XXXt−1 is a vector of regressors or feature vari-

ables. The goal is to approximate the f? function through the MLP such that maximizes the

out-of-sample explanatory power for realized re
i,t+1. Similarly to GKX, note that the f? function

depends neither t nor i. Perhaps more importantly, f? depends on XXX only through XXXi,t.

To predict excess return of stock i in month t + 1, we construct two stock-level covariates to

include the interaction between stock characteristics and macroeconomic predictors

xxxi,t = cmi,t = [ci,t, mt]

and

xxxi,t = zi,t = ci,t ⊗ [1, mt]

where ci,t is a Pc × 1 matrix of characteristics for each stock i, and mt is a Pm × 1 vector of

macroeconomic predictors. Thus, zi,t is a P × 1 = PcPm × 1 vector of features for predicting

individual stock returns. The total number of covariates for cmi,t and zi,t are 78 + 8 = 86 and

78× (1+ 8) = 702, respectively.28 For simplicity, we will refer to these two sets of predictors by

CpM (characteristics plus macroeconomics) and CtM (characteristics times macroeconomics)

in the rest of discussion.

Because the primary objective of this paper is to identify statistically significant covariates

and training neural networks are computationally intensive, unlike GKX and similarly to Chen

et al. (2019), we avoid recursively (either rolling or extending window) refitting models each

month/year. Instead, we train all models only once for the entire test sample, though our test

28With the burden of space and computational cost, we can apply our variable significant test to other neural net-
work architectures similarly to Bianchi et al. (2020).
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can be extended at the computational cost to cover the GKX or Bianchi et al. (2020) training

methodology – refit models once every year.

5.3 Training procedure: details

The estimation/training of the neural networks means finding the weights and biases, γu,j,k

and γu,j,0, respectively, by minimizing a loss function, which in our case is the least square

estimator (5). Due to high degree of non-linearity, non-convexity, and rich parametrization

in neural networks, minimizing objective function (5) is a challenging task which requires a

high degree of regularizations. A common approach to tackle this problem is to use stochastic

gradient descent (SGD) to train a neural network. The SGD does not use the entire sample to

calculate the gradient at each iteration, instead, it evaluates the gradient from a small subset of

data.29

Specifying the neural network architecture is the first step of training. Guided by GKX,

we consider five models where the shallowest network has a single hidden layer of 32 nodes,

denoted by NN1, respectively; NN3 has three hidden layers with 32, 16, and 8 neurons, respec-

tively; NN4 has four hidden layers with 32, 16, 8, and 4 neurons, respectively; and NN5 has

five hidden layers with 32, 16, 8, 4, and 2 neurons, respectively.

The optimizer and the learning rate are the same as GKX. However, instead of using l1

regularization to avoid overfitting, we use "Dropout" with retaining probability of 0.95 after

tanh transformation in each hidden layer.

We also follow the ensemble approach adopted by GKX to produce stable prediction results

and reduce prediction variance due to the stochastic nature of the optimization. We first ran-

domly initialize 9 models with the same NN architecture. We then train these models with the

training sample separately in parallel. The hyperparameters of these models are tuned with

the validation sample. We fit each model for 1024 epochs and save the fitted model only if

the validation loss decreases in this epoch. We finally construct predictions by averaging the

forecasts from these 9 model fits.30

Note that unlike GKX and Bianchi et al. (2020), we consider neither rolling nor extending

window. Instead, similarly to Chen et al. (2019), we use one trained model for prediction entire

out-of-sample testing. For example, to predict excess returns on January 2000, we take a trained

model – obtained by using the training (January 1975-December 1986) and validation (January

1987-December 1991) samples – and use the information up to December 1999.

29See GKX and Bianchi et al. (2020) for a detailed discussion about the training of a neural network and necessary
regularization techniques of training.
30See Dietterich (2000), among others.
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5.4 Performance evaluation

In line with Chen et al. (2019), to evaluate the performance of equity premium forecasts, we

calculate explained variation, hereafter EV, as

EV = 1−
∑T

t=1
1

Nt
∑Nt

i=1(ε̂i,t+1)
2

∑T
t=1

1
Nt

∑Nt
i=1(r

e
i,t+1)

2

where T is the number of months in the sample, Nt is the number of available stocks in month

t, re
t+1,i is the excess return of stock i at month t + 1, and ε̂t+1,i is given by

ε̂i,t+1 =
(

INt − β̂t(β̂>t β̂t)
−1 β̂>t

)
re

i,t+1

where β̂t is the output of a trained neural network.31 Note that the denominator in EV is the

sum of squared excess returns without demeaning – naive zero forecast. The primary rea-

son behind this choice is related to the noisy estimation of historical mean stock returns. By

benchmarking out EV against naive forecast zero, we avoid artificially lower the bar for "good"

prediction performance.32

5.5 Model uncertainty

Table 3 reports monthly out-of-sample prediction performance in terms of EV measure for both

CpM and CtM predictors for three sets of assets. We compare five different models for each

universe of predictors, CpM and CtM, totalling 10 models.

Insert Table 3 about here

Table 3 reveals two important findings. First, all models outperform the naive zero fore-

cast in terms of EV. The smallest monthly EV is about 9.9% (for the CtM predictors) while the

largest is about 12.2% (for the CpM predictors). This is not surprising and is in line with the

findings of GKX. This reveals the superiority of the NN relative to the naive zero for forecasting

excess returns. The ability to capture complex and non-linear interactions between the predic-

tors gives the neural network model a considerable advantage over the naive zero forecasts.

Second, interaction effects among predictors are captured via a shallow network on the

CpM predictors. To have a more complex model, we can extend either the complexity of the

MLPs by extending the number of nodes and/or layers or the universe of predictors. From

Table 3, it is apparent that our shallowest network (NN1) on the CpM predictors performs as

well as our deepest network (NN5) on the CtM predictors. Furthermore, NN models on the

CpM predictors outperform their counterparts (with the same architecture) on the CtM. This

reveals that interaction effects among predictors are already captured via the neural network

architecture.
31See page 11 in (Chen et al., 2019, Section C).
32In line with Chen et al. (2019), we also calculated other performance evaluation metrics such as the Sharp ratio
and cross-sectional R2. However, to save space, we have not reported them. They are available upon request.
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The second and third rows of Table 3 break out predictability for large stocks (the top-100

stocks by market equity each month) and small stocks (the bottom-100 stocks each month).

This is based on the full estimated model (using all stocks in training), but focuses on fits of

trained models among the two subsamples. Similarly to GKX, neural networks are successful

among large stocks, with EV ranging from 23.1% to 27.8%.

Table 3 provides a quantitative comparison of models’ predictive performance, while Table

4 offers the statistical significance of differences among models at the monthly frequency. It

reports Diebold-Mariano test statistics for pairwise comparisons of a column model versus a

row model.33 Similar to GKX, the null hypothesis is that there is no difference between models.

Positive numbers indicate the column model outperforms the row model.

Insert Table 4 about here

In contrast to GKX, the main conclusion from Table 3 is that a deep network outperforms a

shallow one. For example, the NN5 model outperforms NN1:NN4 for both universes of predic-

tors. Note that unlike GKX: (i) in line with Freyberger et al. (2020), Kelly et al. (2019), and Chen

et al. (2019), without replacing a missing characteristic in one month with its cross-sectional

median/mean value of that month, we only include stocks with all characteristic information

available in a given month and; (ii) we consider neither rolling nor extending window. Instead,

similar to Chen et al. (2019), we use one trained model for the prediction of entire out-of-sample

testing.

5.6 Which predictors matter?

In this section we turn to our primary objective of this paper: to identify statistically significant

predictors. In line with Monte Carlo analysis and GKX, as a robustness check, we also report

LOOM. For each metric, we rank covariates according to their values within each model and

averaging the covariates rankings among the five NN models to obtain an overall influence in

terms of that metric.

5.6.1 Variable significant test

There are two important building blocks in conducting the hypothesis test: test statistic (here-

after, t-stat) and p-value. The t-stat identifies the predictor significance by measuring the sen-

sitivity of the model to that predictor, while p-value reveals the level of statistical significance

of a t-stat.

Following Theorem 3.2.3, the t-stat is given by

ρ2
n

(
∂ f̂n

∂xj
(XXX)

)
=

1
n

n

∑
i=1

(
∂ f̂n(xixixi)

∂xj

)2

33Detailed information about the Diebold-Mariano test and its modification can be found in Section 1.8 of GKX.
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where xj is the jth covariate, xxxi is the ith sample in the training set, and n is the number of train-

ing samples, f̂n is the trained NN model. Consistent with the theoretical findings, Theorems

3.1.1 and 3.2.3, we scale all t-stats within a model with the same scaling number, however, we

use different scaling factor for each NN model.

To calculate a p-value, we need to use the asymptotic distribution. To do so, we use the

discretization approach discussed in Subsection 3.3 where m = 100, np = 10, 000, and in each

iteration we randomly pick 1,000 stocks from the whole training sample.34

As an illustration, Figure 4 shows the approximation of asymptotic distributions for two

predictors where the universe of predictors is the CpM. Top and bottom left (right) panel of Fig-

ure 4 show the probability density function (pdf) and cumulative distribution function (cdf),

respectively, for the approximated asymptotic distribution of 1-month momentum (R&D in-

crease) predictor. Figure 4 shows several findings. First, the asymptotic distributions of the

two predictors are different. This is not surprising and is in line with (12) and its following dis-

cussion. Second, it is obvious that the 1-month momentum predictor is significant at 5% level

(its scale t-stat is larger than 95% quantile) while R&D increase predictor is not (its scaled t-stat

is less that 95% quantile). Also, Figure 5 presents the approximated asymptotic distribution for

two predictors of the CtM universe. A visualization between the asymptotic distributions of the

CpM and CtM predictors reveals that pdfs of CpM predictors have higher kurtosis and smaller

variance. Furthermore, all asymptotic distributions are skew to the right, positive skewness,

which are consistent with the one-tailed hypothesis.35

Insert Figures 4 and 5 about here

Tables 5 and 6 report the variable significant test results for all stock characteristics and NN

models where the universe of predictors is the CpM and CtM, respectively. Characteristics are

sorted based on their t-stat values within each model, and averaging the predictors’ rankings

among the five NN models to obtain an overall influence in terms of t-stat. In front of each

predictor, the scaled t-stats for all models are reported, while their corresponding p-values are

underneath them. We use the red (green) color for predictors that their p-value is less (larger)

than 10%. The darkness of the red (green) color represents its significant (insignificant) level.36

Insert Tables 5 and 6 about here

34We use only 1,000 stocks to reduce the computational cost. However, we also tried some models on the entire
sample. We also considered different ways of picking 1,000 stocks such as taking a stock characteristic, e.g. market
value, and randomly pick 10 stocks from each percentile. The results were consistent and largely the same as
randomly 1,000 stocks from the whole training sample.
35Tables A3, A4, and A6 report the 95% quantile of 78 characteristics for all models on the CpM, CtM, and top-34
common interactions that exist in each NN model’s top 100 interactions, respectively.
36To provide further details about our variable significant test, we report all p-values. Alternatively, in line with the
conventional literature of asset pricing, one can use *, **, and *** to denote 90%, 95%, and 99 significant level.
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An inspection on Table 5 reveals several important findings. First, top-5 statistically sig-

nificant predictors are 1-month momentum (mom1m), volatility of liquidity (std−turn), share

turnover dollar trading volume (turn), (dolvol), and change in 6-month momentum (chmom),

while the bottom-5 are depreciation (depr), industry-adjusted change in profit margin (chp-

mia), industry adjusted % change in capital expenditures (pchcapx−ia), R&D increase (rd), and

industry sales concentration (herf). Second, surprisingly, out of 78 characteristics, only a few of

them are statistically significant at 99% level. These results are consistent across all NN models.

Third, all of the macroeconomic predictors are statistically insignificant.37

By comparing Table 5 and 6, it is apparent that the relative importance of characteristics is

remarkably close across two universe of predictors. Given the out-of-sample performance of

all NN models on the CpM and CtM predictors, this is an indication that the NN models are

powerful models to capture non-linear interactions among predictors in predicting individual

stocks excess returns. These results are also consistent across all NN models.

Tables 7 and 8 present the variable significant test results for top-34 and bottom-48, respec-

tively, of common interaction predictors for NN models where the universe of predictors is

CtM. An inspection reveals two findings. First, the top common interaction predictors are the

product of a characteristic with either dividen-price ratio (dp) or earning-price ratio (ep), while

the bottom predictors are based on the product of a stock characteristic with treasury-bill rate

(tbl), default spread (dfy), or net equity expansion (ntis). Second, in contrast to the CpM uni-

verse, there are more statistically significant predictors at 99% level for CtM universe. This is

not surprising, as there are about 702 predictors in the case of CtM.

Insert Tables 7 and 8 about here

5.6.2 Leave-one-of-out-metric

The last analysis of the empirical study section is to check the robustness of our variable signif-

icant test. Similar to the Monte Carlo simulation and GKX, we consider the LOOM. To do so,

we first set values of a given predictor xj to zero while keeping the values of other covariates

unchanged to generate a new training sample. In the interest of computational expense, we use

the trained model from the original training sample for prediction on the new training sample

(without refitting,).38 We finally calculate LOOM as the absolute difference between EV based

on all covariates and EV based on all covariates except xj. The LOOM is generally positive and

a large reduction due to the absence of a predictor indicates its large influence.

Figures 6, 7, and 8 exhibit overall rankings of predictors for all models where the universe

37We have not reported their results in the interest of space, however, they are available upon request. See Panel (a)
of Figure A10 in appendix.
38We avoid refitting since it is computationally expensive, to the point of infeasible. For example, for a model on
the CtM universe, we need to train 702× 9 = 6, 318 models.
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of predictors is the CpM, CtM, and CpM, respectively. Predictors are ordered based on the sum

of their ranks across all models, with the most influential predictors on the top and the least

influential on the bottom. Columns correspond to the individual models, and the color gradi-

ents within each column indicate the most influential (dark blue) to the least influential (white)

variables. A comparison between t-stat and LOOM demonstrates that models are generally in

close agreement regarding the most influential stock-level predictors.

Insert Figures 6, 7, and 8 about here

Figure 9 shows top-30 predictors for the NN3 model.39 It provides two observations. First,

the t-stat produces very similar results to the LOOM for both universes of predictors. Second,

It is visually easier to compare the significance of predictors based on the LOOM. Note that,

even if we ignore the high computation cost for the LOOM, we cannot identify which predic-

tor is statistically significant. However, our variable significant test does not safer from this

drawback.

Insert Figure 9 about here

6 Conclusion

To extend the variable significant test of Horel and Giesecke (2020), we have derived an upper

bound for the estimation rate of a C1((−1, 1)d) target function by multi-layer smooth neural

networks, provided that they have the same binary tree representation depth. Next, we have

also derived a variable significance test for the target function, which can be conducted on the

estimating smooth multi-layer neural networks. Next, we conducted two simulations, mod-

els with/without correlated predictors, to test the performance of the variable statistical test.

Overall, the proposed variable significant test correctly separates the significant and insignifi-

cant variables at 5% significance level for both simulated models. The variation of the testing

statistics also matches those of the leave-one-out metric. Furthermore, unlike the leave-one-out

metric, the proposed test statistics do not require re-fitting/re-training the model.

Finally, we applied the proposed test to identify the most significant predictors in forecast-

ing equity risk premium. The main results showed the superiority of neural networks relative

to the linear regression for forecasting excess returns benchmarking against naive zero fore-

casts. Surprisingly, the proposed statistical test reveals that the most significant predictors are

inflation, percent equity issuing, and default return spread.

There are two exciting and unexplored avenues for further research. First, the extension

of our variable significant test to multi-equations is an open problem that deserves a deep in-

vestigation due to its wide applications. Second, in this paper, we only developed the variable

39The other models produce similar results. However, we have not reported them in the interest of space. They are
available upon request.
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significant test for the multi-layer perceptrons. Other classes of neural networks such as long

short-term memory (LSTM) networks can be very useful for financial applications. For exam-

ple, one can capture the time-variation of the stochastic discount factor with a recurrent LSTM

network, see Chen et al. (2019).
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Table 1: The notation and abbreviation table.

Notation Description

capital letters Random variables

small letters Realization of random variables/deterministic variables or functions

bold capital letters Random vectors

bold small letters Realization of random vectors/any deterministic vectors

i.i.d. Independent and identically distributed

~α (classic vector notation) multi-index notation

N f The complexity of f

C0(X) The set of continuous functions on X

Cm(X) The set of m-times differentiable functions on X

an <˜ bn ∃R > 0 ∃N1 ∈N ∀n ≥ N1, an ≤ R · bn ∧ an ∼ bn ⇒ lim
n→∞

an

bn
= 1

N(ε,D, ρ) The covering number for a pseudo-metric space (D, ρ)

Hp,v(X) Sobolev space on X with weak differentiability order p and norm v

Lp(P) The Lp space defined on probability space (X, P)

FDNN A smooth neural network space with fixed-depth Ld

FDNN,Hn The subset of FDNN whose members have fixed-width Hn

ρn A semi-norm, defined as ρn(g(xxx)) :=

√
1
n

n

∑
i=1

(g(xixixi))
2

CpM Characteristics plus Macroeconomic

CtM Characteristics times Macroeconomic

NN Neural Network

MLP Multi-layer perceptrons

HG Horel and Giesecke (2020)

GKX Gu et al. (2020)
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Table 2: Monte Carlo test statistics results.

The statistical test values, results and leave-one-out metric (LOOM) values provided by the
three-layer tanh network estimating the given f? taking predictors in R8. The results are pro-
vided for both uncorrelated and correlated predictors cases. The training uses Nadam algo-
rithm implemented in Keras 2.2.4. library of Python 3.7.4. with both learning rate and the
related Nadam ε equal to 10−4. The batch and epoch size are 32 and 128, respectively. The
number of samples is n = 2 · 105. The results of testing H0 at 5% significance level for each
variables are gotten after repeating the simulation (13) 10,000 times. For each simulation, the
score is 0 if H0 is not rejected. If it is rejected in favor of H1 in (2.2), the the score is 1. The
written scores in the table above are the averages of all simulations scores.

f?(XXX) = 8 + X2
1 + X2X3 + cos (X4) + exp (X5X6) + 0.1X7

Uncorrelated Variables (Xj ∼ U(−1, 1))

Variable Test Stat H0 LOOM

X1 1.2618 1 0.2071

X2 0.3330 1 0.1124

X3 0.3325 1 0.1124

X4 0.2719 1 0.0425

X5 0.4358 1 0.1364

X6 0.4264 1 0.1363

X7 0.0097 1 0.0033

X8 2.92E-06 0 2.32E-06

Correlated Variables (X ∼ Gaussian Copula)

Variable Test Stat H0 LOOM

X1 1.2560 1 0.2045

X2 0.3191 1 0.1276

X3 0.3162 1 0.1278

X4 0.2773 1 0.0434

X5 0.7403 1 0.2430

X6 0.7522 1 0.2443

X7 0.0094 1 0.0033

X8 1.89E-05 0 7.05E-06
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Table 3: Monthly out-of-sample stock-level prediction performance (EV).

There are two sets of predictors: CpM and CtM. CpM: characteristics plus macroeconomics.

CtM: characteristics times macroeconomics. EV is given by: EV = 1− ∑T
t=1

1
Nt

∑
Nt
i=1(ε̂i,t+1)

2

∑T
t=1

1
Nt

∑
Nt
i=1(r

e
i,t+1)

2
where

T is the number of months in the sample, Nt is the number of available stocks in month t, re
t+1,i

is the excess return of stock i at month t + 1, and ε̂i,t+1 =
(

INt − β̂t(β̂>t β̂t)−1 β̂>t
)

re
i,t+1 where

β̂t is the output of a trained neural network. We also report these EV within subsamples that
include only the top-100 stocks or bottom-100 stocks by market value (mve). The lower panel
provides a visual comparison of the EV statistics in the table. NNi: a multi-layer perceptron
with i-hidden layer.

CpM CtM
NN1 NN2 NN3 NN4 NN5 NN1 NN2 NN3 NN4 NN5

All 0.115 0.121 0.114 0.117 0.122 0.095 0.099 0.099 0.107 0.108
Top 100 0.259 0.278 0.272 0.269 0.273 0.231 0.237 0.236 0.255 0.261
Bottom 100 0.076 0.077 0.076 0.077 0.077 0.062 0.064 0.066 0.069 0.068

NN1 NN2 NN3 NN4 NN5
(a) CpM
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(b) CtM
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O
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Table 4: Comparison of monthly out-of-sample prediction using Diebold-Mariano tests.

This table reports pairwise Diebold-Mariano test statistics comparing the out-of-sample stock-
level prediction performance among five models. Positive numbers indicate the column model
outperforms the row model. Superscripts ***, ** and * indicate statistical significance at the 1%,
5% and 10% level, respectively. NNi: a multi-layer perceptron with i-hidden layer.

CpM CtM
NN2 NN3 NN4 NN5 NN2 NN3 NN4 NN5

NN1 2.472*** -0.123 0.641 2.096** 3.009*** 5.315*** 4.553*** 4.090***
NN2 -1.399 -1.972 0.878 -0.244 2.592*** 2.288**
NN3 0.563 1.983** 3.429*** 3.308***
NN4 2.287** 0.605
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Table 5: Variable significant test results of characteristics where the universe of predictors is CpM.

Predictors are sorted based on their t-stat values within each model, and averaging the predictors rankings among the five NN models to obtain an
overall influence in terms of t-stat. In front of each predictor, the scaled t-stats for each model are reported, while their corresponding p-values are
underneath of them. We use the red (green) color for predictors that their p-value is less (larger) than 10%. The darkness of red (green) color represents
its significant (insignificant) level. See Table A1 for the definitions of stock characteristics. NNi: a multi-layer perceptron with i-hidden layer.

Predictor NN1 NN2 NN3 NN4 NN5 Predictor NN1 NN2 NN3 NN4 NN5 Predictor NN1 NN2 NN3 NN4 NN5

mom1m 0.287 0.169 0.211 0.187 0.093 invest 0.079 0.077 0.077 0.069 0.052 chcsho 0.073 0.075 0.073 0.066 0.051
0.000 0.009 0.005 0.008 0.024 0.089 0.089 0.087 0.090 0.090 0.101 0.101 0.094 0.093 0.094

std_turn 0.209 0.126 0.133 0.122 0.065 agr 0.084 0.077 0.074 0.071 0.051 divo 0.077 0.075 0.073 0.064 0.051
0.004 0.027 0.020 0.021 0.055 0.076 0.090 0.089 0.080 0.091 0.097 0.100 0.103 0.100 0.098

turn 0.146 0.112 0.110 0.123 0.063 cfp 0.080 0.077 0.080 0.068 0.051 mve_ia 0.075 0.074 0.072 0.064 0.052
0.014 0.034 0.035 0.019 0.058 0.091 0.091 0.083 0.089 0.095 0.099 0.101 0.099 0.098 0.088

dolvol 0.245 0.117 0.126 0.079 0.057 lev 0.078 0.081 0.074 0.067 0.053 ps 0.075 0.076 0.073 0.064 0.050
0.001 0.033 0.025 0.064 0.074 0.090 0.085 0.092 0.087 0.086 0.100 0.092 0.099 0.099 0.094

chmom 0.101 0.085 0.093 0.083 0.055 pchsale_pchinvt 0.077 0.077 0.076 0.068 0.054 grltnoa 0.073 0.075 0.074 0.064 0.050
0.046 0.076 0.053 0.056 0.081 0.093 0.091 0.087 0.086 0.085 0.103 0.100 0.090 0.100 0.103

divi 0.099 0.087 0.087 0.077 0.057 pchquick 0.078 0.076 0.076 0.070 0.052 chempia 0.074 0.075 0.072 0.067 0.049
0.049 0.072 0.066 0.073 0.076 0.094 0.095 0.089 0.081 0.088 0.101 0.106 0.098 0.091 0.102

indmom 0.091 0.083 0.090 0.084 0.057 bm_ia 0.083 0.079 0.078 0.066 0.050 age 0.075 0.074 0.071 0.064 0.051
0.064 0.078 0.059 0.052 0.073 0.076 0.095 0.080 0.092 0.099 0.096 0.097 0.096 0.101 0.091

ill 0.101 0.092 0.084 0.072 0.053 retvol 0.085 0.081 0.076 0.063 0.051 pchgm_pchsale 0.075 0.073 0.072 0.064 0.050
0.050 0.059 0.067 0.078 0.089 0.074 0.083 0.092 0.108 0.093 0.100 0.102 0.102 0.099 0.097

betasq 0.126 0.191 0.078 0.067 0.057 maxret 0.082 0.078 0.077 0.066 0.051 tang 0.075 0.073 0.073 0.064 0.049
0.025 0.006 0.081 0.089 0.075 0.087 0.089 0.088 0.095 0.093 0.094 0.098 0.095 0.098 0.102

gma 0.099 0.081 0.080 0.075 0.054 egr 0.083 0.076 0.077 0.067 0.050 mom36m 0.073 0.073 0.072 0.065 0.049
0.051 0.086 0.083 0.071 0.087 0.080 0.087 0.085 0.098 0.092 0.096 0.105 0.099 0.099 0.097

bm 0.096 0.086 0.083 0.070 0.053 chatoia 0.080 0.077 0.076 0.066 0.051 grcapx 0.072 0.075 0.072 0.063 0.050
0.057 0.073 0.073 0.079 0.087 0.090 0.093 0.086 0.094 0.092 0.099 0.098 0.103 0.104 0.099

sp 0.083 0.079 0.090 0.078 0.054 acc 0.078 0.078 0.072 0.068 0.053 cfp_ia 0.071 0.074 0.072 0.064 0.049
0.077 0.093 0.054 0.061 0.088 0.087 0.096 0.099 0.087 0.088 0.111 0.100 0.102 0.098 0.102

operprof 0.113 0.083 0.085 0.082 0.050 cashpr 0.077 0.075 0.076 0.068 0.053 saleinv 0.075 0.074 0.072 0.063 0.049
0.038 0.077 0.065 0.059 0.100 0.092 0.094 0.088 0.087 0.087 0.097 0.100 0.096 0.104 0.101

cashdebt 0.086 0.080 0.077 0.072 0.054 currat 0.081 0.077 0.075 0.068 0.050 pchsale_pchxsga 0.075 0.073 0.071 0.064 0.049
0.069 0.091 0.086 0.078 0.081 0.084 0.091 0.088 0.085 0.096 0.093 0.108 0.098 0.101 0.100

BETA 0.128 0.200 0.077 0.066 0.054 pchcurrat 0.077 0.076 0.076 0.066 0.053 salerec 0.070 0.073 0.071 0.063 0.050
0.028 0.005 0.086 0.098 0.081 0.091 0.094 0.087 0.094 0.087 0.117 0.101 0.101 0.105 0.102

sgr 0.092 0.080 0.079 0.071 0.053 dy 0.077 0.076 0.075 0.067 0.052 pricedelay 0.068 0.072 0.070 0.066 0.049
0.060 0.089 0.084 0.077 0.088 0.090 0.091 0.094 0.093 0.089 0.117 0.107 0.108 0.096 0.101
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Table 5 (cont.)

Predictor NN1 NN2 NN3 NN4 NN5 Predictor NN1 NN2 NN3 NN4 NN5 Predictor NN1 NN2 NN3 NN4 NN5

mve 0.092 0.079 0.077 0.068 0.055 convind 0.079 0.075 0.077 0.070 0.050 pchsale_pchrect 0.074 0.072 0.071 0.064 0.049
0.063 0.087 0.091 0.087 0.079 0.090 0.098 0.086 0.085 0.097 0.100 0.103 0.103 0.104 0.097

roic 0.084 0.078 0.078 0.074 0.053 chinv 0.079 0.078 0.074 0.064 0.052 absacc 0.070 0.072 0.070 0.064 0.050
0.078 0.090 0.085 0.074 0.086 0.084 0.088 0.094 0.102 0.089 0.113 0.103 0.109 0.099 0.096

mom12m 0.080 0.080 0.080 0.069 0.054 rd_mve 0.077 0.076 0.074 0.069 0.051 pchdepr 0.069 0.072 0.071 0.062 0.050
0.083 0.084 0.080 0.086 0.086 0.092 0.091 0.094 0.084 0.096 0.106 0.107 0.101 0.109 0.097

sin 0.078 0.081 0.081 0.067 0.055 pctacc 0.079 0.076 0.075 0.066 0.051 securedind 0.069 0.073 0.072 0.063 0.049
0.090 0.080 0.076 0.088 0.076 0.093 0.093 0.092 0.094 0.092 0.118 0.100 0.099 0.107 0.102

pchsaleinv 0.083 0.080 0.079 0.067 0.055 salecash 0.077 0.076 0.075 0.066 0.051 tb 0.069 0.073 0.070 0.064 0.049
0.082 0.081 0.081 0.094 0.080 0.091 0.094 0.093 0.090 0.090 0.116 0.098 0.107 0.100 0.101

lgr 0.084 0.078 0.080 0.073 0.051 baspread 0.076 0.077 0.075 0.064 0.051 depr 0.070 0.072 0.071 0.063 0.049
0.071 0.087 0.083 0.075 0.092 0.091 0.095 0.096 0.106 0.095 0.115 0.108 0.100 0.107 0.104

std_dolvol 0.090 0.078 0.080 0.069 0.051 rd_sale 0.075 0.076 0.077 0.066 0.051 chpmia 0.072 0.071 0.069 0.064 0.048
0.065 0.091 0.080 0.083 0.092 0.097 0.093 0.082 0.097 0.093 0.106 0.115 0.109 0.100 0.104

mom6m 0.085 0.079 0.080 0.070 0.050 ep 0.076 0.075 0.072 0.065 0.053 pchcapx_ia 0.070 0.073 0.071 0.063 0.049
0.074 0.086 0.080 0.086 0.091 0.100 0.095 0.097 0.095 0.087 0.114 0.101 0.101 0.105 0.104

idiovol 0.080 0.077 0.080 0.070 0.053 hire 0.076 0.078 0.073 0.067 0.049 rd 0.069 0.072 0.071 0.062 0.049
0.086 0.093 0.082 0.082 0.084 0.093 0.091 0.102 0.095 0.098 0.114 0.104 0.105 0.111 0.101

quick 0.082 0.079 0.076 0.072 0.052 orgcap 0.077 0.076 0.073 0.066 0.049 herf 0.071 0.070 0.070 0.061 0.048
0.084 0.091 0.090 0.077 0.091 0.092 0.092 0.095 0.095 0.103 0.108 0.116 0.105 0.109 0.105

scaling factor 206.450 106.355 167.857 188.426 156.299
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Table 6: Variable significant test results of characteristics where the universe of predictors is CtM.

Predictors are sorted based on their t-stat values within each model, and averaging the predictors rankings among the five NN models to obtain an overall
influence in terms of t-stat. In front of each predictor, the scaled t-stats for each model are reported, while their corresponding p-values are underneath
of them. We use the red (green) color for predictors that their p-value is less (larger) than 10%. The darkness of color represents its significant. See Table
A1 for the definitions of stock characteristics. NNi: a multi-layer perceptron with i-hidden layer.

char NN1 NN2 NN3 NN4 NN5 char NN1 NN2 NN3 NN4 NN5 char NN1 NN2 NN3 NN4 NN5

mom1m 0.082 0.076 0.084 0.107 0.090 pctacc 0.025 0.029 0.034 0.036 0.033 cashpr 0.023 0.028 0.034 0.035 0.030
0.000 0.001 0.001 0.000 0.002 0.056 0.068 0.074 0.088 0.086 0.075 0.083 0.077 0.100 0.100

dolvol 0.078 0.074 0.069 0.054 0.053 pchsale_pchinvt 0.025 0.029 0.036 0.035 0.032 age 0.022 0.027 0.033 0.035 0.031
0.000 0.001 0.003 0.019 0.019 0.058 0.068 0.066 0.092 0.085 0.089 0.088 0.090 0.097 0.095

std_turn 0.052 0.054 0.060 0.077 0.055 baspread 0.024 0.028 0.035 0.037 0.032 salecash 0.022 0.027 0.032 0.035 0.031
0.001 0.004 0.006 0.003 0.016 0.061 0.075 0.064 0.081 0.090 0.079 0.090 0.094 0.095 0.095

turn 0.043 0.040 0.049 0.068 0.046 acc 0.026 0.028 0.035 0.036 0.032 grltnoa 0.023 0.027 0.033 0.035 0.030
0.005 0.020 0.015 0.007 0.026 0.053 0.080 0.069 0.091 0.086 0.076 0.089 0.088 0.093 0.099

ill 0.049 0.040 0.046 0.042 0.036 dy 0.025 0.028 0.033 0.037 0.032 hire 0.022 0.027 0.033 0.034 0.031
0.002 0.018 0.024 0.051 0.064 0.055 0.074 0.082 0.082 0.092 0.080 0.091 0.092 0.106 0.096

divi 0.033 0.036 0.044 0.050 0.039 ep 0.026 0.028 0.033 0.037 0.031 chatoia 0.021 0.026 0.032 0.035 0.031
0.021 0.028 0.027 0.025 0.052 0.049 0.076 0.083 0.081 0.090 0.096 0.098 0.105 0.094 0.099

chmom 0.029 0.035 0.039 0.045 0.041 quick 0.025 0.028 0.035 0.036 0.031 chempia 0.021 0.027 0.033 0.035 0.030
0.034 0.032 0.045 0.040 0.046 0.055 0.071 0.067 0.087 0.096 0.091 0.083 0.092 0.093 0.103

bm 0.033 0.033 0.038 0.044 0.037 securedind 0.025 0.028 0.034 0.036 0.031 orgcap 0.022 0.027 0.033 0.035 0.030
0.019 0.040 0.049 0.043 0.059 0.059 0.083 0.075 0.082 0.094 0.078 0.092 0.090 0.097 0.101

operprof 0.031 0.032 0.038 0.042 0.036 agr 0.024 0.028 0.034 0.036 0.032 pchcurrat 0.023 0.027 0.032 0.035 0.030
0.025 0.048 0.050 0.050 0.064 0.061 0.077 0.076 0.086 0.088 0.078 0.086 0.097 0.103 0.106

retvol 0.028 0.031 0.037 0.040 0.034 pchsaleinv 0.024 0.028 0.034 0.036 0.032 ps 0.022 0.027 0.032 0.034 0.031
0.044 0.048 0.059 0.062 0.074 0.066 0.081 0.079 0.086 0.086 0.083 0.091 0.094 0.106 0.100

indmom 0.026 0.031 0.037 0.042 0.038 rd_mve 0.024 0.029 0.034 0.035 0.032 cfp_ia 0.020 0.026 0.033 0.035 0.030
0.052 0.053 0.059 0.049 0.058 0.064 0.069 0.082 0.098 0.087 0.105 0.097 0.090 0.099 0.105

cfp 0.029 0.030 0.037 0.039 0.035 bm_ia 0.023 0.028 0.033 0.036 0.032 salerec 0.021 0.027 0.032 0.035 0.030
0.034 0.061 0.058 0.067 0.072 0.075 0.074 0.090 0.084 0.086 0.101 0.091 0.102 0.099 0.103

betasq 0.050 0.029 0.045 0.040 0.031 absacc 0.024 0.026 0.034 0.036 0.033 saleinv 0.022 0.025 0.032 0.034 0.030
0.002 0.068 0.025 0.064 0.093 0.066 0.105 0.077 0.085 0.083 0.082 0.108 0.101 0.104 0.100

mom12m 0.027 0.029 0.035 0.040 0.035 chinv 0.024 0.028 0.033 0.036 0.033 pchgm_pchsale 0.020 0.025 0.031 0.035 0.030
0.046 0.067 0.068 0.060 0.067 0.066 0.079 0.092 0.090 0.080 0.108 0.112 0.105 0.097 0.105

std_dolvol 0.027 0.030 0.035 0.041 0.033 egr 0.024 0.028 0.034 0.036 0.031 grcapx 0.018 0.026 0.031 0.034 0.030
0.047 0.062 0.065 0.057 0.080 0.063 0.079 0.074 0.087 0.096 0.141 0.102 0.107 0.103 0.100
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Table 6 (cont.)

char NN1 NN2 NN3 NN4 NN5 char NN1 NN2 NN3 NN4 NN5 char NN1 NN2 NN3 NN4 NN5

idiovol 0.026 0.032 0.036 0.038 0.033 currat 0.025 0.028 0.034 0.036 0.031 pchsale_pchxsga 0.018 0.026 0.031 0.034 0.030
0.046 0.048 0.064 0.070 0.080 0.059 0.078 0.080 0.087 0.095 0.133 0.103 0.105 0.103 0.100

BETA 0.048 0.029 0.043 0.041 0.031 roic 0.024 0.028 0.034 0.036 0.031 chpmia 0.018 0.025 0.031 0.035 0.030
0.002 0.070 0.030 0.056 0.095 0.060 0.078 0.076 0.089 0.096 0.139 0.108 0.103 0.098 0.102

gma 0.026 0.029 0.036 0.037 0.033 invest 0.025 0.028 0.033 0.035 0.031 pchcapx_ia 0.020 0.026 0.031 0.035 0.030
0.047 0.068 0.065 0.076 0.080 0.058 0.077 0.084 0.090 0.092 0.103 0.108 0.114 0.100 0.107

cashdebt 0.026 0.029 0.034 0.039 0.032 lev 0.024 0.028 0.033 0.036 0.031 rd 0.019 0.025 0.031 0.034 0.030
0.045 0.069 0.075 0.068 0.088 0.062 0.072 0.086 0.083 0.092 0.122 0.111 0.108 0.101 0.104

sp 0.026 0.029 0.035 0.037 0.032 maxret 0.023 0.028 0.033 0.036 0.031 depr 0.018 0.025 0.031 0.034 0.030
0.049 0.071 0.063 0.075 0.085 0.071 0.076 0.083 0.088 0.091 0.139 0.105 0.108 0.101 0.106

mom6m 0.025 0.030 0.034 0.038 0.034 rd_sale 0.024 0.028 0.034 0.035 0.031 pricedelay 0.018 0.025 0.031 0.035 0.030
0.057 0.062 0.074 0.077 0.076 0.070 0.076 0.079 0.093 0.094 0.132 0.117 0.104 0.097 0.105

divo 0.028 0.029 0.035 0.037 0.032 mom36m 0.022 0.028 0.033 0.035 0.032 tang 0.020 0.025 0.032 0.034 0.030
0.038 0.074 0.072 0.080 0.086 0.087 0.081 0.084 0.098 0.084 0.108 0.118 0.098 0.101 0.102

sin 0.025 0.028 0.034 0.038 0.038 mve_ia 0.022 0.026 0.033 0.035 0.032 tb 0.018 0.025 0.031 0.034 0.031
0.057 0.072 0.077 0.070 0.055 0.086 0.096 0.094 0.094 0.090 0.158 0.112 0.110 0.104 0.096

sgr 0.023 0.030 0.035 0.037 0.033 chcsho 0.020 0.026 0.032 0.036 0.032 pchdepr 0.020 0.025 0.031 0.034 0.030
0.067 0.064 0.065 0.079 0.080 0.109 0.097 0.093 0.091 0.086 0.112 0.125 0.105 0.107 0.102

lgr 0.025 0.029 0.034 0.037 0.033 pchquick 0.024 0.027 0.033 0.034 0.031 pchsale_pchrect 0.019 0.025 0.031 0.034 0.030
0.053 0.062 0.080 0.078 0.081 0.062 0.091 0.084 0.100 0.095 0.139 0.117 0.112 0.110 0.105

mve 0.025 0.028 0.034 0.039 0.032 convind 0.021 0.026 0.032 0.036 0.031 herf 0.018 0.024 0.031 0.033 0.030
0.057 0.078 0.076 0.070 0.084 0.095 0.099 0.100 0.087 0.091 0.141 0.132 0.114 0.111 0.107

scaling factor 55.054 50.966 51.511 77.893 97.026
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Table 7: Variable significant test results of top-34 interaction predictors where the universe of them is CtM.

Predictors are sorted based on their t-stat values within each model, and averaging the predictors rankings among the five NN models to obtain an
overall influence in terms of t-stat. In front of each predictor, the scaled t-stats for each model are reported, while their corresponding p-values are
underneath of them. We use the red (green) color for predictors that their p-value is less (larger) than 10%. The darkness of red (green) color shows
its significant (insignificant) level. See Tables A1 and A2 for the definitions of stock characteristics and macroeconomic predictors. NNi: a multi-layer
perceptron with i-hidden layer.

interaction NN1 NN2 NN3 NN4 NN5 interaction NN1 NN2 NN3 NN4 NN5 interaction NN1 NN2 NN3 NN4 NN5

securedind*dp 0.114 0.074 0.078 0.068 0.051 chinv*dp 0.044 0.045 0.043 0.047 0.035 ill*dp 0.093 0.055 0.039 0.039 0.033
0.000 0.000 0.002 0.008 0.023 0.004 0.011 0.030 0.033 0.067 0.000 0.004 0.042 0.065 0.078

chmom*dp 0.146 0.071 0.074 0.062 0.041 bm*ep 0.066 0.037 0.047 0.050 0.034 std_dolvol*dp 0.047 0.038 0.040 0.040 0.034
0.000 0.002 0.001 0.011 0.045 0.000 0.026 0.019 0.025 0.074 0.003 0.023 0.037 0.059 0.076

mom6m*dp 0.181 0.081 0.082 0.058 0.037 lev*ep 0.099 0.042 0.055 0.040 0.034 tang*ep 0.035 0.036 0.041 0.040 0.035
0.000 0.000 0.002 0.013 0.059 0.000 0.015 0.011 0.057 0.073 0.013 0.028 0.034 0.060 0.068

securedind*ep 0.088 0.062 0.069 0.061 0.046 betasq*ep 0.112 0.034 0.038 0.050 0.039 cashdebt*dfy 0.032 0.033 0.039 0.043 0.036
0.000 0.003 0.003 0.010 0.031 0.000 0.034 0.051 0.028 0.054 0.025 0.047 0.049 0.049 0.062

sin*ep 0.093 0.062 0.065 0.054 0.045 sin*dfy 0.036 0.033 0.042 0.050 0.041 ps*dp 0.039 0.033 0.041 0.041 0.033
0.000 0.002 0.004 0.019 0.033 0.012 0.043 0.034 0.027 0.045 0.008 0.038 0.034 0.055 0.081

divo*dp 0.101 0.046 0.058 0.056 0.040 divi*dp 0.059 0.035 0.038 0.046 0.035 ps*ep 0.038 0.033 0.040 0.041 0.033
0.000 0.010 0.008 0.017 0.047 0.001 0.033 0.049 0.037 0.070 0.010 0.038 0.041 0.058 0.080

divi*ep 0.070 0.043 0.048 0.063 0.043 pchsaleinv*tbl 0.078 0.032 0.043 0.045 0.034 pchsale_pchxsga*dp 0.035 0.033 0.037 0.042 0.034
0.000 0.014 0.018 0.012 0.038 0.000 0.046 0.032 0.040 0.075 0.014 0.039 0.053 0.053 0.077

std_turn*dp 0.060 0.050 0.050 0.048 0.039 cashdebt*bm 0.048 0.037 0.042 0.040 0.034 mve*svar 0.033 0.032 0.038 0.041 0.035
0.001 0.008 0.013 0.029 0.047 0.004 0.027 0.035 0.061 0.077 0.021 0.049 0.047 0.060 0.072

mom6m*ep 0.114 0.053 0.052 0.046 0.035 turn*ep 0.043 0.033 0.039 0.043 0.037 quick*tms 0.032 0.033 0.037 0.040 0.035
0.000 0.005 0.012 0.033 0.068 0.005 0.039 0.040 0.049 0.056 0.023 0.043 0.057 0.062 0.069

betasq*dp 0.077 0.054 0.041 0.045 0.039 securedind*tbl 0.033 0.034 0.040 0.046 0.038 sp*tbl 0.032 0.032 0.037 0.041 0.033
0.000 0.004 0.038 0.040 0.054 0.019 0.035 0.039 0.035 0.057 0.022 0.050 0.055 0.057 0.082

ill*ep 0.092 0.055 0.041 0.043 0.036 dolvol*svar 0.037 0.033 0.041 0.041 0.036
0.000 0.005 0.037 0.046 0.063 0.010 0.043 0.035 0.056 0.065

orgcap*dp 0.052 0.040 0.043 0.046 0.037 BETA*ep 0.035 0.036 0.046 0.042 0.033
0.003 0.020 0.032 0.034 0.061 0.016 0.031 0.023 0.051 0.082

scaling factor 55.054 50.966 51.511 77.893 97.026
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Table 8: Variable significant test results of bottom-48 interaction predictors where the universe of them is CtM.

Predictors are sorted based on their t-stat values within each model, and averaging the predictors rankings among the five NN models to obtain an
overall influence in terms of t-stat. In front of each predictor, the scaled t-stats for each model are reported, while their corresponding p-values are
underneath of them. We use the green color for predictors that their p-value is larger than 10%. The darkness of green color shows its insignificant level.
See Tables A1 and A2 for the definitions of stock characteristics and macroeconomic predictors. NNi: a multi-layer perceptron with i-hidden layer.

interaction NN1 NN2 NN3 NN4 NN5 interaction NN1 NN2 NN3 NN4 NN5 interaction NN1 NN2 NN3 NN4 NN5

chcsho*svar 0.017 0.025 0.031 0.034 0.030 pricedelay*tms 0.017 0.024 0.030 0.034 0.030 depr*tbl 0.019 0.023 0.029 0.033 0.029
0.170 0.123 0.115 0.106 0.109 0.169 0.133 0.126 0.104 0.104 0.128 0.152 0.131 0.115 0.110

pchsale_pchrect*tbl 0.020 0.024 0.030 0.034 0.030 tang*dfy 0.019 0.024 0.030 0.033 0.029 chpmia*dfy 0.018 0.023 0.029 0.034 0.030
0.126 0.128 0.126 0.101 0.105 0.125 0.123 0.117 0.110 0.111 0.149 0.164 0.135 0.105 0.108

tb*tms 0.018 0.024 0.031 0.034 0.030 convind*ntis 0.019 0.024 0.030 0.033 0.030 pchcapx_ia*tbl 0.018 0.023 0.030 0.034 0.029
0.136 0.129 0.109 0.102 0.106 0.118 0.138 0.122 0.113 0.109 0.156 0.144 0.126 0.109 0.112

pchcapx_ia*ntis 0.020 0.024 0.030 0.034 0.030 depr*ntis 0.019 0.024 0.030 0.033 0.029 rd*ntis 0.018 0.024 0.030 0.033 0.029
0.115 0.126 0.119 0.104 0.105 0.124 0.125 0.120 0.111 0.115 0.149 0.134 0.126 0.114 0.113

pchsale_pchrect*svar 0.018 0.025 0.031 0.034 0.030 chpmia*svar 0.018 0.023 0.030 0.033 0.030 pchsale_pchxsga*tbl 0.017 0.023 0.030 0.034 0.029
0.141 0.124 0.110 0.105 0.107 0.144 0.141 0.121 0.115 0.105 0.174 0.157 0.124 0.109 0.109

chatoia*tbl 0.020 0.024 0.030 0.034 0.030 convind*dfy 0.018 0.024 0.030 0.034 0.030 tb*svar 0.017 0.023 0.030 0.033 0.029
0.114 0.134 0.115 0.105 0.107 0.150 0.142 0.121 0.108 0.106 0.154 0.136 0.120 0.111 0.107

tang*svar 0.018 0.024 0.030 0.034 0.030 pchcapx_ia*dfy 0.018 0.023 0.029 0.034 0.030 pchdepr*svar 0.017 0.023 0.030 0.033 0.029
0.136 0.122 0.115 0.104 0.104 0.152 0.150 0.141 0.108 0.106 0.155 0.140 0.114 0.117 0.110

pchsale_pchrect*ntis 0.020 0.025 0.030 0.033 0.030 convind*tbl 0.018 0.024 0.030 0.033 0.030 herf*svar 0.017 0.024 0.030 0.033 0.030
0.120 0.127 0.123 0.115 0.106 0.141 0.135 0.115 0.117 0.108 0.172 0.139 0.121 0.115 0.109

absacc*ntis 0.020 0.024 0.031 0.033 0.030 herf*tms 0.018 0.024 0.030 0.034 0.029 pchdepr*tbl 0.017 0.024 0.029 0.033 0.029
0.112 0.131 0.114 0.113 0.104 0.147 0.140 0.125 0.103 0.113 0.157 0.139 0.147 0.113 0.110

pchgm_pchsale*ntis 0.020 0.025 0.031 0.033 0.029 pricedelay*ntis 0.018 0.023 0.030 0.033 0.030 pchgm_pchsale*dfy 0.018 0.024 0.029 0.033 0.029
0.112 0.122 0.114 0.115 0.110 0.140 0.157 0.122 0.113 0.108 0.145 0.132 0.129 0.117 0.110

pchsale_pchrect*dfy 0.020 0.023 0.030 0.034 0.030 herf*ntis 0.019 0.024 0.029 0.034 0.029 tb*ntis 0.019 0.023 0.029 0.033 0.029
0.107 0.150 0.121 0.103 0.111 0.130 0.127 0.128 0.107 0.110 0.129 0.146 0.132 0.113 0.110

convind*svar 0.018 0.025 0.031 0.034 0.030 tb*tbl 0.017 0.023 0.030 0.034 0.030 pricedelay*dfy 0.017 0.023 0.029 0.033 0.030
0.138 0.125 0.116 0.110 0.106 0.165 0.144 0.116 0.108 0.106 0.155 0.165 0.134 0.112 0.105

pchcapx_ia*svar 0.019 0.024 0.031 0.033 0.030 depr*dfy 0.019 0.023 0.030 0.033 0.029 pricedelay*svar 0.017 0.023 0.030 0.033 0.029
0.136 0.137 0.116 0.114 0.108 0.116 0.143 0.123 0.111 0.109 0.153 0.149 0.131 0.116 0.106

chpmia*ntis 0.019 0.023 0.030 0.034 0.030 indmom*dfy 0.018 0.023 0.030 0.034 0.030 pricedelay*tbl 0.018 0.024 0.029 0.033 0.029
0.118 0.140 0.121 0.105 0.106 0.144 0.162 0.123 0.106 0.106 0.151 0.139 0.135 0.115 0.116

rd*dfy 0.019 0.024 0.030 0.034 0.030 pchdepr*ntis 0.018 0.024 0.030 0.033 0.029 herf*dfy 0.017 0.022 0.029 0.033 0.029
0.132 0.143 0.115 0.107 0.110 0.147 0.135 0.125 0.114 0.109 0.170 0.178 0.136 0.106 0.114

absacc*svar 0.019 0.024 0.031 0.033 0.029 chpmia*tbl 0.017 0.023 0.029 0.034 0.030 herf*tbl 0.016 0.023 0.028 0.033 0.029
0.123 0.138 0.115 0.111 0.112 0.155 0.165 0.134 0.106 0.105 0.184 0.152 0.144 0.117 0.108

scaling factor 55.054 50.966 51.511 77.893 97.026
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Figure 1: The sketch of the binary tree representation of f?.

Following Poggio et al. (2017), the parent nodes in the lowest tree layer represent the inputs,
which are the elements of XXX in our case. Suppose that each one of the inputs are X1, X2,. . . ,
Xd−1, and Xd, respectively. In this case, X1 and X2 are variables of the two-variable Cb d

2 c+2(X)
function f1, which is represented by the graph connecting two nodes in the bottom left. The
child of this graph is f1(X1, X2). Similarly, X3 and X4 are variables taken as inputs by function
f2, whose graph is the horizontally adjacent right neighbor of the f1 graph. Then, f1(X1, X2)

and f2(X3, X4) are taken as inputs to another Cb d
2 c+2 function, whose graph is located right

above f1 and f2 graphs.
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Figure 2: Architecture of a fully connected feed-forward network with two hidden layers in
form of a multi-layer perceptron (MLP).

An example of a feed-forward network (FFN) in form of a multi-layer perceptron (MLP) that
is used as an estimator in this project. This MLP has two hidden layers with two inputs, three
nodes in each hidden layer, and a single output node. Under the mathematical formulation
in Subsection 2.3, this means Ld = 2, Hn,0 = 2, Hn,1 = Hn,2 = 3, and Hn,3 = 1. The neural
network is called FFN because it is a directed graph in which the arrows only point forward to
the graph in the next layer. The reason it is named an MLP is each hidden node is connected to
all nodes in the nodes of the adjacent layers, but not others. Mathematically, a hidden node in
a hidden layer acts as a node where linear aggregation operation is performed. This operation
takes input from all nodes in the previous layer. Then, the hidden node applies an activation
function to the linear aggregation and send it as an input to next layer. The final output node
does not apply any activation function. Using the framework of Subsection ??, this output
per node corresponds to the function zu,j(xxx), with ψ as the activation function. This paper
specifically focus on smooth activation function, but other function such as ReLU can also be
applied. Note that this can be seen as a deciding process for the activation of the hidden node if
we look at the MLP as a model of a biological neural network. If the activation yields positive
value, for example, then the hidden node is activated and it sends that activating signal to the
next forward-connected neural nodes.
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Figure 3: The times series of three predictors

The macro variables are first transformed and then normalised using the mean and standard
deviation of training sample (1967-1986). See Table A2 for the definitions of these predictors.
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Figure 4: The approximation of asymptotic distributions for CpM predictors.

The neural network has three-hidden layers with 32, 16, and 8 neurons. Top panel shows ap-
proximated probability density functions while bottom exhibits cumulative distribution func-
tions. mom1m: 1-month momentum. rd: R&D increase. cdf: cumulative distribution function.
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Figure 5: The approximation of asymptotic distributions for CtM predictors.

The neural network has three-hidden layers with 32, 16, and 8 neurons. Top panel shows ap-
proximated probability density functions while bottom exhibits cumulative distribution func-
tions. mom6m: 6-month momentum. dp: dividend-price ratio. tbl: treasury-bill rate. herf:
industry sales concentration. cdf: cumulative distribution function.
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Figure 6: The importance of characteristic predictors where the CpM is the universe of predic-
tors.

Rankings of 78 characteristic predictors in terms of overall model contribution. Predictors are
ordered based on the sum of their ranks over all models, with the most influential predictors on
the top and the least influential on the bottom. Columns correspond to the individual models,
and the color gradients within each column indicate the most influential (dark blue) to the least
influential (white) variables. See Table A1 for the definitions of stock characteristics. tstat: test
statistics. LOOM: leave-one-out-metric.
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Figure 7: The importance of characteristic predictors where the CtM is the universe of predic-
tors.

Rankings of 78 characteristic predictors in terms of overall model contribution. Predictors are
ordered based on the sum of their ranks over all models, with the most influential predictors on
the top and the least influential on the bottom. Columns correspond to the individual models,
and the color gradients within each column indicate the most influential (dark blue) to the least
influential (white) variables. See Table A1 for the definitions of stock characteristics. tstat: test
statistics. LOOM: leave-one-out-metric.
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Figure 8: The importance of top-100 predictors where the CtM is the universe of predictors.

Rankings of top-100 predictors in terms of overall model contribution. Predictors are ordered
based on the sum of their ranks over all models, with the most influential predictors on the
top and the least influential on the bottom. Columns correspond to the individual models, and
the color gradients within each column indicate the most influential (dark blue) to the least
influential (white) variables. See Tables A1 and A2 for the definitions of stock characteristics
and macroeconomic predictors. tstat: test statistics. LOOM: leave-one-out-metric.
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(a) Top-30 significant characteristics in NN3 where the universe of predictors is CpM
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(b) Top-30 significant characteristics in NN3 where the universe of predictors is CtM
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(c) Top-30 significant interaction predictors in NN3 where the universe of predictors is CtM

Figure 9: Top-30 normalized tstat and LOOM predictors in NN3.

See Tables A1 and A2 for the definitions of stock characteristics and macroeconomic predictors.
tstat: test statistics. LOOM: leave-one-out-metric.
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A Proof of Theorem 3.1.1

The proof follows the proving strategies from Farrell et al. (2021). Let En be the empirical mean

operator. That is, for i.i.d. random variables Ti, . . . , Tn, En (T) := 1
n

n

∑
i=1

Ti. Note that if Ti are

positive i.i.d. random variables, then we have En (T) = ρ2
n

(√
T
)

.

A.1 Main Decomposition and Bias Term

Because of the obvious fact En(`( f̂n, ZZZ)) ≤ En(`( fn, ZZZ)) and Lemma 9 from Farrell et al. (2021),

we have
1
2
‖ f̂n − f?‖2

L2(P) ≤ E(`( f̂n, ZZZ))−E(`( f?, ZZZ))

≤ E(`( f̂n, ZZZ))−E(`( f?, ZZZ)) + En(`( fn, ZZZ))−En(`( f̂n, ZZZ))

≤ (E−En)
(
`( f̂n, ZZZ)− `( f?, ZZZ)

)
+ En (`( fn, ZZZ)− `( f?, ZZZ))

(A.1)

The Subsection A.2 will treat the empirical process term (E−En)
(
`( f̂n, ZZZ)− `( f?, ZZZ)

)
. For

En

(
`( f̂n, ZZZ)− `( f?, ZZZ)

)
, Bernstein’s inequality (see the Additional Theorems secion), Lemma

10 of Farrell et al. (2021) to get the following with probability at least 1− 2e−γ

En (`( fn, ZZZ)− `( f?, ZZZ)) ≤ E (`( fn, ZZZ)− `( f?, ZZZ)) +

√
2M2‖ fn − f?‖∞γ

n
+

14M2γ

3n

≤ 2E
(
‖ fn − f?‖2

∞
)
+

√
2M2‖ fn − f?‖∞γ

n
+

14M2γ

3n

≤ 2ε2
n + εn

√
2M2γ

n
+

14M2γ

3n

(A.2)

We need to have γ = γ(n) = o(n) for fulfilling the Bernstein’s inequality requirement

for γ. Note that for the context of the usage of the Bernstein’s inequality, we have di =(
`( f̂n, ZZZi)− `( f?, ZZZi)

)
−E

(
`( f̂n, ZZZ)− `( f?, ZZZ)

)
. The term

√
2M2‖ fn − f?‖∞γ

n
comes from the

term
√

2A2γ

n

[
1 +

A4γ

6A2
2

]
in the original inequality statement that has been divided by n. As

A4

A2

is of O(1), A2 = O(n), and γ = o(n), we then have
[

1 +
A4γ

6A2
2

]
≤
√

M for sufficiently large M.

Also, as
√

2A2γ

n
is ofO

(
1√
n

)
, the statement

√
2A2γ

n
≤
√

2M‖ fn − f?‖∞γ

n
holds if M is taken

sufficiently large. The term
14M2γ

3n
is derived from the term

A3γ

3A2n
of the original inequality

statement (after division by n). It is obvious that from the facts that M can be made arbitrarily

large and
A3

A2
= O(1), we have

A3γ

3A2n
≤ 14M2γ

3n
. This is how the first inequality in (A.2) is

derived. Lemma 10 of Farrell et al. (2021) is used in the second inequality. Once the empiri-

cal process term is controlled, the two bounds will be brought back together in Subsubsection

A.2.4.
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A.2 Localized Analysis

Given i.i.d. Rademacher draws ξi = ±1, with equal probability independent of the data the

random variable RnF for a function class F is defined as

RnF := sup
f∈F

1
n

n

∑
i=1

ξi f (xixixi),

and we write E(RnF ) and Eξ(RnF ) for denoting the Rademacher complexity and empirical

Rademacher complexity, respectively. In the case of the former, the expectation is taken over

both data and ξi, whereas in the latter it is taken only on ξi conditioned on the data.

A.2.1 Step I: Quadratic Processes

In this section, it is going to be shown that ρn( f − f?) is at most twice the ‖ · ‖L2(P) bound, for

certain function f outside a certain critical radius. This fact will be used later on.

Consider the quadratic process ρ2
n( f − f?)− ‖ f − f?‖2

L2(P). Let g = ( f − f?)2 be a function

restricted to a radius ‖ f − f?‖L2(P) ≤ r. This function g has bounded variance as

Var(g) ≤ E(g2) ≤ E(( f − f?)4) ≤ 4M2r2.

Because ‖ f?‖∞ + ∑
~α∈(N∪{0})d

‖~α‖1=1

‖∇~α f?‖∞ ≤ 2M, we have | f − f?| ≤ 2M and | f + f?| ≤ 2M. As

g = ( f − f?)( f + f?), it is clear that |g| ≤ 4M2. Using Theorem 2.1. from Bartlett et al. (2005),

Lemma 2 from Farrell et al. (2021), and the fact that | f − f?| ≤ 2M, we can deduce that the

following holds with probability at least 1− e−γ, for any f ∈ F with ‖ f − f?‖L2(P) ≤ r,

ρ2
n( f − f?)−E(( f − f?)2) ≤ 3E

(
Rn

{
g = ( f − f?)2 : f ∈ F , ‖ f − f?‖L2(P) ≤ r

})
+ 2Mr

√
2γ

n
+

16M2γ

3n

≤ 6ME
(

Rn

{
f − f? : f ∈ F , ‖ f − f?‖L2(P) ≤ r

})
+ 2Mr

√
2γ

n
+

16M2γ

3n
.

(A.3)

Suppose the radius r is taken in such way so that it satisfies both

r2 ≥ 6ME
(

Rn

{
f − f? : f ∈ F , ‖ f − f?‖L2(P) ≤ r

})
, (A.4)

and

r2 ≥ 8M2γ

n
(A.5)
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Then from statement (A.3) we have

ρ2
n( f − f?) ≤ E

(
( f − f?)2)+ r2 + 2Mr

√
2γ

n
+

16M2γ

3n

≤ 2r2 + 2Mr

√
2γ

n
+

16M2γ

3n

≤ (2r)2.

(A.6)

This means that for r above the "critical radius" (that is, r that satisfies both (A.4) and (A.5). It

is used in Subsubsection A.2.3), the semi-norm ρn(·) is at most twice ‖ · ‖L2(P) with probability

at least 1− e−γ.

A.2.2 Step II: One Step Improvement

We are going to show that for a given bound on ‖ f̂n − f ‖L2(P) we can use this bound as in-

formation to obtain a "tighter" bound. Suppose that ∃r0 > 0 such that ‖ f̂n − f?‖L2(P), and, by

the statement (A.6), ρn( f̂n − f?) ≤ 2r0. Given ‖ f?‖∞ + ∑
~α∈(N∪{0})d

‖~α‖1=1

‖∇~α f?‖∞ ≤ 2M and the fact

that both ρn(·) and ‖ · ‖L2(P) are bounded above by ‖ · ‖∞, we can take r0 = 2M. By applying

Theorem 2.1. from Bartlett et al. (2005) on

G :=
{

g = `( f , zzz)− `( f?, zzz) : f ∈ FDNN,Hn , ‖ f − f?‖L2(P) ≤ 2r0

}
,

we find that with probability at least 1 − 2e−γ, the empirical process term

(E−En)
(
`( f̂n, ZZZ)− `( f?, ZZZ)

)
from statement (A.1) is bounded above in this way

(E−En)
(
`( f̂n, ZZZ)− `( f?, ZZZ)

)
≤ 6Eξ(RnG) +

√
2Var (g) γ

n
+

23 sup
g∈G
|g| γ

3n

≤ 6Eξ(RnG) +

√
2M2r0γ

n
+

46M2γ

3n

(A.7)

where the middle term in the RHS of (A.7) is due to the following variance calculation with

Lemma 10 from Farrell et al. (2021)

Var(g) ≤ E(g2) = E((`( f , zzz)− `( f?, zzz))2) ≤ M2E(( f − f?)2) ≤ M2r2
0

and the final inequality term of the RHS of (A.7) follows because the right side of Lemma 10

from Farrell et al. (2021) is bounded by M2. Here the facts that Theorem 2.1. from Bartlett

et al. (2005) is variance dependent, and that variance depends on the radius r0, are important.

It is this property which enables a sharpening of the rate with step-by-step reductions in the

variance bound, as in Subsection A.2.4.

For dealing with the empirical Rademacher complexity term, note that the statement (A.7),

the fact that the semi-norm ρn(·) is at most twice of ‖ · ‖L2(P) with probability at least 1− e−γ

for r above the critical radius, Lemma 2 and 3 from Farrell et al. (2021) yield

Eξ(RnG) = Eξ

(
Rn

{
g : g = `( f , zzz)− `( f?, zzz), f ∈ FDNN,Hn , ‖ f − f?‖L2(P) ≤ r0

})
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≤ M ·Eξ

(
Rn

{
f − f? : f ∈ FDNN,Hn , ‖ f − f?‖L2(P) ≤ r0

})
≤ M ·Eξ (Rn { f − f? : f ∈ FDNN,Hn , ρn( f − f?) ≤ 2r0})

≤ M · inf
0<α<2r0

4α +
12√

n

∫
α

2r0√
log(N (δ,FDNN,Hn |x1,...,xn , ρn(·)))dδ


≤ M · inf

0<α<2r0

4α +
12√

n

∫
α

2r0√
log(N (δ,FDNN,Hn |x1,...,xn , ‖ · ‖`∞))dδ

 .

From Theorem 14.5 of Anthony and Bartlett (2009) and the way FDNN,Hn is constructed, we

have the following for sufficiently large n,

inf
0<α<2r0

4α +
12√

n

∫
α

2r0√
log(N (δ,FDNN,Hn |x1,...,xn , ‖ · ‖`∞))dδ


≤ inf

0<α<2r0

4α +
12
√

Wn√
n

∫
α

2r0√
log
(

4en(MHnb)Wn(MHnb)Ld+1

δ(MHnb− 1)

)
dδ


≤ inf

0<α<2r0

4α +
12
√

Wn√
n

∫
α

2r0√
log
(

4en(MHnb)Wn(MHnb)2Ld

δ(MHnb− 1)
· 4r0

δ

)
dδ


≤ inf

0<α<2r0

4α +
12
√

WnLd√
n

∫
α

2r0√
log
(

4en(MHnb)Wn(MHnb)2

δr0(MHnb− 1)

)
+ log

(
4r0

δ

)
dδ


≤ 8r0 + inf

0<α<2r0

12
√

WnLd√
n

∫
α

2r0√
log
(

4en(MHnb)Wn(MHnb)2

δr0(MHnb− 1)

)
+ log

(
4r0

δ

)
dδ


≤ 8r0 + inf

0<α<2r0

12
√

WnLd√
n

∫
α

2r0√
log
(

4en(MHnb)Wn(MHnb)2

r0(MHnb− 1)

)
+ log (4r0) + log

(
1
δ2

)
dδ


≤ 8r0

√
WnLd

n
+ 48
√

2

√
WnLd

n

√
log
(

2eM2b2

r0

)
+ log (nWnH2

n)

≤ 8r0

√
WnLd

n
+ 48
√

2

√
WnLd

n

√
log
(

2eM2b2

r0

)
+ 3 log (nWnHn).

where the second-last inequality comes from the fact that to get the infimum value of the second

term in the RHS of the third-last inequality, we can take α as close to 2r0 as possible. If n is taken

large enough to satisfy r0 >
1

nWnHn
and (nWnHn)2 > 2eM2b2, then we get

Eξ (Rn { f − f? : f ∈ FDNN,Hn , ρn( f − f?) ≤ 2r0})
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≤ inf
0<α<2r0

4α +
12√

n

∫
α

2r0√
log(N (δ,FDNN,Hn |x1,...,xn , ‖ · ‖`∞))dδ


≤ 104

√
3r0

√
WnLd log(WnLdn)

n
.

This leads to Eξ(RnG) ≤ 104
√

3Mr0

√
WnLd log(WnHnn)

n
. Take positive K such that K ≤

104
√

3M. Then, applying the last inequality to statement (A.7), the empirical process term

satisfies the following inequality with the probability at least 1− 2e−γ

(E−En)
(
`( f̂n, zzz)− `( f?, zzz)

)
≤ Kr0

√
WnLd log(WnHnn)

n
+ r0

√
2M2γ

n
+

46M2γ

3n
(A.8)

We go back to the main decomposition (A.1) now. By plugging in inequalities (A.8) and

(A.2) into (A.1), the following hold with probability at least 1− 3e−γ,
1
2
‖ f̂n − f?‖2

L2(P)

≤ Kr0

√
WnLd log(WnHnn)

n
+ r0

√
2M2γ

n
+

46M2γ

3n
+ 2ε2

n + εn

√
2M2γ

n
+

14M2γ

3n

≤ r0

K

√
WnLd log(WnHnn)

n
+

√
2M2γ

n

+ 2ε2
n + εn

√
2M2γ

n
+

20M2γ

n
.

(A.9)

The last inequality above shows that if we take γ = γ(n) to be ω(1) = γ(n) = o(n),

the upper bound of ‖ f̂n − f?‖L2(P) decreases as n increases. Hence, whenever εn � r0 and√
WnLd log(WnHnn)

n
� r0, the knowledge ‖ f̂n − f?‖L2(P) ≤ r0, r0 = 2M, and (A.9) imply

(with high probability that becomes higher for larger values of n) that ∃r1 � r0 such that

‖ f̂n − f?‖L2(P) ≤ r1. Therefore one can recursively improve the bound r to a fixed point/radius

r∗, which describes the fundamental difficulty of the problem treated in the next subsubsection.

A.2.3 Step III: Critical Radius

Define the critical radius r∗ to be the largest fixed point

r∗ := inf
{

r > 0 : 6ME
(

Rn

{
f − f? : f ∈ FDNN,Hn‖ f − f?‖L2(P) ≤ u

})
< u2, ∀u ≥ r

}
.

By construction the radius u here obeys the statement (A.4), and thus so does 2r∗.

Denote the event E (depending on the data) to be

E =
{

ρn( f − f?) ≤ 4r∗, for all f ∈ F and ‖ f − f?‖L2(P) ≤ 2r∗
}

,

where 1E is the indicator the event E holds. We know from the logic of Subsubsection A.2.1,

specifically using the statement (A.6), P(1E = 1) ≥ 1− e−γ provided that r∗ ≥
√

8M

√
γ(n)

n

and γ = γ(n). The lower bound
√

8M

√
γ(n)

n
for r∗ is needed to satisfy (A.5).

To derive the upper bound of r∗, note that from the definition of r∗, the law of double

expectation, the fact that 1E is measurable with respect to the data, and the inequality (A.6), we
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have

r2
∗ ≤ 6ME

(
Rn

{
f − f? : f ∈ FDNN,Hn , ‖ f − f?‖L2(P) ≤ r∗

})
≤ 6ME

(
Eξ

(
Rn

{
f − f? : f ∈ FDNN,Hn , ‖ f − f?‖L2(P) ≤ 2r∗

}))
≤ 6ME

(
Eξ

(
Rn

{
f − f? : f ∈ FDNN,Hn , ‖ f − f?‖L2(P) ≤ 2r∗

}
1E

))
+ 6ME

(
Eξ

(
Rn

{
f − f? : f ∈ FDNN,Hn , ‖ f − f?‖L2(P) ≤ 2r∗

})
(1− 1E)

)
≤ 6ME

(
Eξ (Rn { f − f? : f ∈ FDNN,Hn , ρn( f − f?) ≤ 4r∗})

)
+ 6ME

(
Eξ (Rn { f − f? : f ∈ FDNN,Hn , ρn( f − f?) ≤ 4r∗}) (1− 1E)

)
.

Then, we can follow the same steps as in Subsubsection A.2.2, the upper bounds of each of

the two empirical Rademacher complexity terms in the last inequality can be derived and yield

r2
∗ ≤ 2MKr∗

√
WnLd log(WnHnn)

n

(
1 +

1
n

)
and thus we get

√
8M

√
γ(n)

n
≤ r∗ ≤ 3MK

√
WnLd log(WnHnn)

n
. (A.10)

Note that the bounding of r∗ in (A.10) is meant to be the smallest radius that allows the

satisfaction of both (A.4) and (A.5). The lower bound of r∗ can be seen as the upper bound

with the smallest order for both the L2(P) and ρn distances between f̂n and f?. Note also that

we must take γ(n) such that its complexity order must be at most WnLd log(WnHnn) to make

(A.10) valid.

A.2.4 Step IV: Localization

Divide FDNN,Hn into spherical segments of increasing radius by the following ball intersections

BL2(P) ( f?, r) , BL2(P) ( f?, 2r) \ BL2(P) ( f?, r) , . . . , BL2(P)

(
f?, 2lr

)
\ BL2(P)

(
f?, 2l−1r

)
,

where l ≤ log2

(
2M√

log(n)/n

)
. Suppose r > r∗. Then, for each shell, Subsubsection A.2.1

implies that with probability at least 1− 2leγ, for a suitable choice of j,

‖ f − f?‖L2(P) ≤ 2jr =⇒ ρn( f − f?) ≤ 2j+1r.

Suppose that for some j ≤ l,

f̂n ∈ BL2(P)

(
f?, 2jr

)
\ BL2(P)

(
f?, 2j−1r

)
.

Then, applying Subsubsection A.2.2 logic (note again that the variance dependence of Theorem

2.1. of Bartlett et al. (2005) is crucial, as it enables accuracy sharpening by reducing r), especially

the statement (A.9), the following holds with probability at least 1− 3e−γ,

‖ f̂n − f?‖2
L2(P) ≤ 2

2jr

K

√
WnLd log(WnHnn)

n
+

√
2M2γ

n

+ ε2
n + εn

√
2M2γ

n
+

20M2γ

n


≤ 22j−2r,
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if the following two conditions are satisfied

2

K

√
WnLd log(WnHnn)

n
+

√
2M2γ

n

 ≤ 1
8

2jr̄

2

ε2
n + εn

√
2M2γ

n
+

20M2γ

n

 ≤ 1
8

2jr̄2.

These two hold for any j if we choose

r = 16

K

√
WnLd log(WnHnn)

n
+

√
2M2γ

n

+

√32εn +

√
416M2γ

n

+ r∗. (A.11)

It is clear that r already satisfies both (A.4) and (A.5). Therefore with probability larger than 1−

5le−γ, we can perform step-by-step argument for each subsequent spherical segment starting

from the biggest segment to combine the results in Subsubsections A.2.1 and A.2.2 to get

‖ f̂n − f?‖L2(P) ≤ 2lr and ρn( f̂n − f?) ≤ 2l+1r

implies ‖ f̂n − f?‖L2(P) ≤ 2l−1r and ρn( f̂n − f?) ≤ 2lr

. . .

implies ‖ f̂n − f?‖L2(P) ≤ r and ρn( f̂n − f?) ≤ 2r,

and note that the "and" parts are proven by using Subsubsection A.2.1 and the implication parts

are proven by using Subsubsection A.2.2. Thus with probability larger 1− 5le−γ,

‖ f̂n − f?‖L2(P) ≤ r, (A.12)

ρn( f̂n − f?) ≤ 2r. (A.13)

Hence, by choosing γ = log(5l) + γ′ and using both (A.12) and (A.13) above, the equality

(A.11), and the upper bound of r∗ in the statement (A.10), the following is true with

probability larger than 1 − e−γ′ (the expression 1 − e−γ′ is obtained after plugging in

l = log2

(
2M√

log(n)/n

)
to the expression 1− 5le−γ) and some constant C1 > 0,

r ≤ 16

K

√
WnLd log(WnHnn)

n
+

√
2M2C1(log(log(n)) + γ′)

n


+

√32εn +

√
416M2C1(log(log(n)) + γ′)

n

+ r∗

≤ C′
(√

WnLd log(WnHnn)
n

+

√
log(log(n)) + γ′

n
+ εn

)
for some absolute constant C′ > 0. We can thus conclude by taking p = γ′ that ∃C′′ > 0 such

that we have this inequality with probability at least 1− e−p,

‖ f̂n − f?‖L2(P), ρn( f̂n − f?) ≤ C′′
(√

WnLd log(WnHnn)
n

+

√
log(log(n)) + p

n
+ εn

)
where the order of p = p(n) must be less than WnLd log(WnHnn) to validate (A.10). This
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completes the proof.

B Proof of Theorem 3.2.1

The proof follows the logic of the proof of Theorem 3.1. in HG. The key difference here is that

we have already obtained the estimation rate, i.e., U(C′, εn). Thereby, the proof proceeds in two

steps. First, by justifying all conditions of Theorem 2.11.23 in Van der Vaart and Wellner (1996),

we show that a rescaled and shifted version of the empirical criterion function converges in

distribution to a Gaussian process. Second, we apply the argmax continuous mapping theorem,

i.e., Theorem 3.2.2. in Van der Vaart and Wellner (1996).

B.1 Gaussian Process as Limit

In this subsection, the main goal is that to prove all hypotheses of Theorem 2.11.23 from Van der

Vaart and Wellner (1996) are satisfied. We construct a random sequence hn = U(C′, εn)−1( f̂n −

f?), where f? ∈ F and f̂n ∈ Fn, where F and Fn are defined in (9) and (10), respectively.

Note that Remark 3.2.1 guarantees that both Theorem 3.1.1 and the εn-order (8) hold for every

f? ∈ FDNN being estimated by f̂n ∈ Fn. The expression of U(C′, εn) remains the same with

different constant C′, as we have Fn ⊆ FDNN,2Hn instead of FDNN,Hn .

From the least square estimator `( f , zzzi) = −1
2
(yi − f (xxxi))

2, define the function

` f (XXX, ε) = 2( f − f?)(XXX)ε − ( f? − f )2(XXX) by using (1). Consider the set{
U(C′, εn)−1(` f?+U(C′,εn)h − ` f?) : h ∈ K

}
, where K is an arbitrary ‖ · ‖L2(P)-compact subset of

F , which implies ‖ · ‖L2(P)-total boundedness.

Define also the criterion function

en,h := U(C′, εn)
−1(` f?+U(C′,εn)h − ` f?) = 2h(XXX)ε−U(C′, εn)h2(XXX),

and the related function class

En := {en,h : h ∈ K} . (B.1)

The envelope functions En of En satisfy ∀h ∈ K, en,h(XXX, ε) ≤ En(XXX, ε). We now have to

construct appropriate envelope functions. By Lemma 2 of Chen and Shen (1998),

‖h‖∞ <˜ ‖h‖2/(2+d)
L2(P) . By ‖ · ‖L2(P)-compactness of K, as a compact set in a metric space is

always bounded, ∃1 < M2 < ∞ such that ∀h ∈ K, ‖h‖L2(P) < M2. This leads to

|en,h| ≤ 2|ε||h(xxx)|+ U(C′, εn)|h(xxx)|2 ≤ 2|ε|M2 + U(C′, εn)M2
2,

and thus we can choose the following function as the envelope

En(XXX, ε) = 2|ε|M2 + 2U(C′, εn)M2
2,

where the constant 2 is added to help simplifying the metric entropy calculation.

From the way En is defined and the fact E(ε) = σ2 < ∞ (bounded second moment), we

55



have

E(E2
n(XXX, ε)) = O(1), and E(E2

n1{En>η
√

n})→ 0, ∀η > 0. (B.2)

Note also that

(en,h1 − en,h2)
2 =

[(
2ε−U(C′, εn)(h1 + h2)

)
(h1 − h2)

]2

≤
[∣∣2|ε|+ 2U(C′, εn)M2

∣∣ (h1 − h2)
]2

where the last inequality comes from the simple fact that

|2ε−U(C′, εn)(h1 + h2)| ≤ |2|ε|+ 2U(C′, εn)M2|. Therefore, by taking the expectation on both

sides, we obtain

E((en,h1 − en,h2)
2) <˜ E((h1 − h2)

2),

which leads to

sup
‖h1−h2‖L2(P)<δn

E((en,h1 − en,h2)
2) ≤ O(δn)→ 0, ∀δn ↓ 0. (B.3)

(B.2) and (B.3) lead to the satisfaction of the first three conditions of Theorem 2.11.23. of

Van der Vaart and Wellner (1996). The second thing we need to prove is∫ δn

0

√
log(N (z‖En‖L2(P), En, L2(P)))dz→ 0, ∀δn ↓ 0. (B.4)

First, it is going to be shown that the ‖ · ‖L2(P) metric entropy associated with En is bounded

with respect to the ‖ · ‖∞ metric entropy of F . By simple arithmetic,

|en,h1 − en,h2 | = |h1 − h2|
∣∣2ε−U(C′, εn)(h1 + h2)

∣∣ ,

=⇒ |en,h1 − en,h2 | ≤ |h1 − h2|
∣∣2|ε|+ 2U(C′, εn)M2

∣∣ ,

=⇒ |en,h1 − en,h2 | ≤ ‖h1 − h2‖∞En(xxx, ε),

and the last inequality implies that there exists a constant c′ > 0 such that

N (z‖En‖L2(P), En, L2(P)) ≤ N
(
c′z,F , ‖ · ‖∞

)
. (B.5)

Because F is a subset of the weighted Sobolev space Hbd/2c+2,2(Rd, 〈x〉3) | X being re-

stricted to X, the first statement of Corollary 4 from Nickl and Pötscher (2007) gives us

log
(
N
(
c′z,F , ‖ · ‖∞

))
<˜
(

1
c′z

) d
b0.5dc+2

(B.6)

and both (B.5) and (B.6) together give∫ 1

0

√
log
(
N (z‖En‖L2(P), En, L2(P))

)
dz < ∞, ∀n

which means that (B.4) is satisfied.

The last hypothesis that has to be proven is the pointwise convergence of the covariance

functions Pen,sen,t − Pen,sPen,t on K× K. Note that for any s, t ∈ K

Pen,sen,t = E
((

2s(XXX)ε−U(C′, εn)s2(XXX)
) (

2t(XXX)ε−U(C′, εn)t2(XXX)
)) n→∞−−−→ 4σ2E (s(XXX)t(XXX))
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Pen,sPen,t = E
((

2s(XXX)ε−U(C′, εn)s2(XXX)
))

E
((

2t(XXX)ε−U(C′, εn)t2(XXX)
)) n→∞−−−→ 0

and hence

Pen,sen,t − Pen,sPen,t
n→∞−−−→ 4σ2E (s(XXX)t(XXX)) pointwise. (B.7)

From the fact that En in (B.1) is indexed by an ‖ · ‖L2(P)-totally bounded function space

K ⊆ F , (B.2), (B.3), (B.4) and (B.7), we deduce using Theorem 2.11.23 from Van der Vaart and

Wellner (1996) that the sequence of empirical processes {Gn(en,h) : h ∈ K}, where Gn(en,h) :=
1√
n

n

∑
i=1

(en,h(XXXi)− Pen,h), is asymptotically tight in `∞(K) and converges in distribution to a

tight mean zero Gaussian process G with covariance 4σ2E (s(XXX)t(XXX)).

B.2 Sample Path Upper Semi Continuity and a Unique Maximum of Gaussian Pro-

cess

We are going to show that two required conditions from Theorem 3.2.2 of Van der Vaart and

Wellner (1996) hold; every sample path of h 7→ G(h) is upper semi continuous and

{G( f ) : f ∈ K ⊆ F} has a unique maximum h∗, which is a tight random map.

To prove the first condition, the key tool is Corollary 4.15 from Adler (1990), a centered

Gaussian process G is continuous if; its domain (the index space) K is totally bounded with

respect to dG(s, t) :=
√

E ((G(s)−G(t))2), and;∫ ∞

0

√
log (N (z, K, dG))dz < ∞. (B.8)

First of all, note that

dG(s, t) =
√

E ((G(s)−G(t))2)

=
√

E (G2(s)) + E (G2(t))− 2E (G(s)G(t))

=
√

4σ2E (s2) + 4σ2E (t2)− 8σ2E (st)

= 2σ‖s− t‖L2(P),

and thus ‖ · ‖L2(P)-compactness of K implies it also has dG-total-boundedness. We are left with

(B.8). By the fact that K ⊆ F , the way F is defined in (9), and Corollary 4 of Nickl and Pötscher

(2007), we have

log
(
N
(

z,F , ‖ · ‖L2(P)

))
<˜
(

1
z

)α

, for α < 2,

which together with the fact that dG(s, t) = 2σ‖s− t‖L2(P) gives (B.8). This leads to the conti-

nuity (and hence upper semi continuity) of G.

To prove the arg max uniqueness of G, the main tool is Lemma 2.6 from Kim et al. (1990),

which states that sufficient conditions of the unique arg max h∗ of a Gaussian process t 7→ G(t)

are; sample path continuity; index space compactness, and; ∀s 6= t, Var (G(s)−G(t)) 6= 0.

The continuity of G is already proven in the previous subsection. The compactness of
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K is obvious. Note that the continuity of G over the compact index space K also implies

the existence of its arg max h(max). For the last requirement, note that Var (G(s)−G(t)) =

4σ2E
(
s2 + t2)− 8σ2E (st) = 4σ2E

(
(s− t)2) 6= 0. We thus have the uniqueness of h(max).

It is clear that en,h uniformly converges to 2h(XXX)ε uniformly for every compact K ⊆ F , as

we have U(C′, εn) = o(1). In page 286 of Van der Vaart and Wellner (1996), it is stated that

the uniform convergence of the criterion function en,h in compacta is a sufficient condition for

uniform tightness of hn. Now, to fully apply Theorem 3.2.2. of Van der Vaart and Wellner (1996),

we need to prove that Gn(en,hn) ≥ sup
h∈F

Gn(en,h). Now, note that from the fact (en,h1 − en,h2)
2 ≤

[|2ε + 2U(C′, εn)M2| (h1 − h2)]
2, ∀h1, h2 and (B.3), we can deduce that

U(C′, εn)−1
√

n

n

∑
i=1

(
` f̂n

(XXXi, ε i)−E
[
` f̂n

(XXX, ε)
])
≥

sup
h∈F

U(C′, εn)−1
√

n

n

∑
i=1

(
` f?+ h

rn
(XXXi, ε i)−E

[
` f?+ h

rn
(XXX, ε)

])
− oP(1)

for U(C′, εn)−1 = o(
√

n) (which holds following the fact that o(1) = U(C′, εn) = ω(n−0.25),

which is an implication of (8)). As it has been discussed in Horel and Giesecke (2020), the

condition above is equivalent to Gn (en,hn) ≥ sup
h∈F

Gn (en,h)− oP(1). Hence, we can use Theorem

3.2.2. of Van der Vaart and Wellner (1996) to deduce Theorem 3.2.1 above.

C Proof of Theorem 3.2.2

To prove this theorem, both Theorem 3.2.1 and Theorem 2. from Römisch (2004) are utilized.

The statistical test functional T : F → F can be viewed as a mapping between two metrizable

function spaces. Hence, we can compute the second-order Hadamard directional derivative of

T at u? in the direction ψ tangential to F , which has the following form

T ′′u?
[ψ] = lim

t↓0,n→∞

T [u? + tψn]− T [u?]− tT ′u?
[ψn]

1
2

t2
,

where T ′u?
[ψ] indicates the first-order Hadamard directional derivative with the same direction

point and tangential space, written as

T ′u?
[ψ] = lim

t↓0,n→∞

T [u? + tψn]− T [u?]

t
,

and both derivatives are defined for every sequence ψn → ψ and t > 0 satisfying u? + tψn ∈ F .

By the simple limit calculation, we have

T ′u?
[ψ] = 2

∫
X

(
∂u?

∂xj
· ∂ψ

∂xj

)
(XXX)dP(XXX)

and replacing ψ with ψn and plugging the explicit form of T ′u?
[ψn] to the limit expression of

T ′′u?
[ψ] give T ′′u?

[ψ] = 2T [ψ].

We now return to our estimation context. By Theorem 3.2.1 and the simple fact
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U(C′, εn)−1 → ∞, we can use Theorem 2. from Römisch (2004) to get

U(C′, εn)
−2
(
T [ f̂n]− T [ f?]− T ′f? [ f̂n − f?]

)
d−→ T [h(max)].

Note that the randomness in the context ofF estimation comes from members ofF themselves,

as different choices of F members definitely lead to different mapping results by T . Under the

null hypothesis (2), T [ f?] = 0. As the continuous mapping theorem and Theorem 3.2.1 give

T ′f? [ f̂n − f?]
p−→ 0, the conclusion of Theorem 3.2.2 is proved by the Slutsky’s Theorem.

D Proof of Theorem 3.2.3

First of all, define ∂2,j( f ) :=
(

∂ f
∂xj

)2

(note that E
(
∂2,j( f )

)
= T [ f ]). Write

U(C′, εn)
−2
(

ρ2
n

(
∂2,j( f̂n)

)
−E

(
∂2,j( f?)

))
=

U(C′, εn)
−2ρ2

n

(
∂2,j( f̂n)

)
=

U(C′, εn)
−2
(

1√
n

Mn

(
∂2,j( f̂n)− ∂2,j( f?)

)
+

1√
n

Mn
(
∂2,j( f?)

)
+
(
T [ f̂n]

))
(D.1)

under the null hypothesis (2), where Mn is the empirical process operator defined as Mn( f ) :=
√

n(ρ2
n − E)( f ). By the way εn-order is taken in (8), we have U(C′, εn)−2 = o(n1/2). Note

also that by the CLT, Mn(∂2,j( f?))
d−→ N

(
0, Var

(
∂2,j( f?)

))
= 0 almost surely under the null

hypothesis. Hence, U(C′,εn)−2
√

n Mn
(
∂2,j( f?)

) p−→ 0.

To deal with the first term of (D.1), we will use Theorem 2.11.23. from Van der Vaart

and Wellner (1996) to show that the process {Mnen,h : h ∈ K ⊆ F}, for an arbitrary ‖ · ‖L2(P)-

compact K and index space En = {en,h : h ∈ K}. Take an index function en,h := ∂2,j( f? +

U(C′, εn)h)− ∂2,j( f?) = U(C′, εn)∂2,j(h) converging to a tight Gaussian process, where the last

equality for en,h holds under the null hypothesis. By the way F is defined in (9), ∃M3 > 0 such

that ∀h ∈ K,
∥∥∥ ∂h

∂xj

∥∥∥
L2(P)
≤ M3. Because ∂h

∂xj
∈ C1(X), Lemma 2. from Chen and Shen (1998) gives

∃M3 > 0 such that ∀h ∈ K, ∂h
∂xj
≤ M3.

Then, the envelope function En can be defined as

En := 2M3U(C′, εn)
2,

which satisfies

E(E2
n) = O(1), and, E(E2

n1En>η
√

n)→ 0, ∀η > 0.

As en,s − en,t = U(C′, εn)2(∂2,j(s)− ∂2,j(t))→ 0 pointwise for any s, t ∈ K× K, we have

sup
‖s−t‖L2(P)≤δn

E
(
(en,s − en,t)

2)→ 0, ∀ sequence δn → 0,

and also,

|en,s − en,t| ≤ U(C′, εn)
2(∂2,j(s)− ∂2,j(t))

=⇒ |en,s − en,t| ≤ |En(xxx)|
∣∣∣∣∂(s− t)

∂xj

∣∣∣∣ .
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Thus we can use the same reasoning as in Lemma 3.2.1 proof to get

N
(

ε‖En‖L2(P), En, L2(P)
)
≤ N

( ε

2
,F ′, ‖ · ‖∞

)
<˜
(

2
ε

) d
b0.5dc+1

,

where F ′ =
{

∂ f
∂xj

: f ∈ F
}
⊂ Hb0.5dc+1,2(Rd, 〈x〉) | X , and the last asymptotic inequality

comes from Corollary 4. of Nickl and Pötscher (2007). This implies∫ δn

0

√
log
(
N
(

ε‖En‖L2(P), En, L2(P)
))

dε→ 0, ∀ sequence δn ↓ 0.

Hence, by the conclusion of Theorem 2.11.23 from Van der Vaart and Wellner (1996),

Mn

(
∂2,j( f̂n)− ∂2,j( f?)

)
is asymptotically tight in `∞(K) and converges to a tight centered

Gaussian process. This leads to U(C′,εn)−2
√

n Mn

(
∂2,j( f̂n)− ∂2,j( f?)

) p−→ 0 (this holds as we have

o(1) = U(C′, εn) = ω(n−0.25), which implies ω(1) = U(C′, εn)−2 = o(n0.5)). By the Slutsky’s

Theorem, the last term of (D.1), and Theorem 3.2.2,

U(C′, εn)−2ρ2
n

(
∂2,j( f̂n)

)
d−→ U(C′, εn)−2T [ f̂n]

d−→ T [h(max)].
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Additional Theorems

In this section, we use some of the theorems or the formulas that (i) are central in the proving

section, or; (ii) have different versions so the specific version being used in this paper has to be

written down here (such as the Bernstein’s Inequality).

Theorem 14.5 of Anthony and Bartlett (2009) Suppose that a feed-forward real-output multi-layer

network has the following properties

• The network has l ≥ 2 layers, with connections only between adjacent layers.

• There are W weights in the network.

• For some b, each computation unit maps into the interval [−b, b] and each computation unit in

the first layer has a non-decreasing activation function.

• There are constants V > 0 and L > 1/V, so that for each unit in all but the first layer of the network,

the vector w of weights associated with that unit has ‖w‖1 ≤ V, and the unit’s activation function

s : R→ [−b, b] satisfies the Lipschitz condition |s (α1)− s (α2)| ≤ L |α1 − α2| for all α1, α2 ∈

R. (Here, ‖w‖1 is the sum of absolute values of the entries of w.)

For the class F of functions computed by the network described above, if ε ≤ 2b, then

N∞ (ε,F , m) ≤
(

4embW(LV)l

ε(LV − 1)

)W

.

.

Bernstein’s Inequality Let d1, . . . , dn be independent, zero-mean random variables. Suppose that

E
(∣∣∣dk

i

∣∣∣) ≤ k!
4!

(
L
5

)k−4

, for all integer k > 3.

Define Ak :=
n

∑
i=1

E
(

dk
i

)
. Then, for 0 <

√
γ ≤ 5

√
2A2

4L
, the following holds with probability larger

than 1− 2e−γ ∣∣∣∣∣ n

∑
i=1

di −
A3γ

3A2

∣∣∣∣∣ < √2A2γ

[
1 +

A4γ

6A2
2

]

Theorem 2.11.23 of Van der Vaart and Wellner (1996) For each n, let En = {en,t : t ∈ T} be a

class of measurable functions indexed by a totally bounded semimetric space (T, ρ). Suppose that given

envelope functions En, assume that

E
(
E2

n
)
= O(1),

E
(

E2
n1{Enη

√
n}
)
→ 0, ∀η → 0,

sup
ρ(s,t)<δn

E
(
(en,s − en,t)

2
)
→ 0, ∀δn ↓ 0.
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Suppose also that ∫ δn

0

√
log(N (z‖En‖L2(P), En, L2(P)))dz→ 0, ∀δn ↓ 0.

Then, the sequence {Gnen,t : t ∈ T}, with Gnen,t := n−1/2
n

∑
i=1

(en,t (XXXi, ε i)−E (en,t)), is

asymptotically tight in `∞(T) and converges in distribution to a tight Gaussian process provided that

the sequence of covariance functions E (en,sen,t)−E (en,s) E (en,t) converges pointwise on T × T.

Theorem 3.2.2 of Van der Vaart and Wellner (1996) Let Gn, G be stochastic processes indexed

by a metric space F such that Gn
d−→ G in `∞(K) for every compact K ⊆ F . Suppose that almost

all sample paths h 7→ G(h) are upper semicontinuous and possess a unique maximum at a (random)

point ĥ, which as a random map in F is tight. If the sequence ĥn is uniformly tight and satisfies

Gn(ĥn) ≥ sup
h

Gn(h)− oP(1), then ĥn
d−→ ĥ in F .
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Table A1: Description of stock characteristics

No. Acronym Stock Characteristic Author, Year, Journal Data Source Frequency Definition

1 absacc Absolute accruals Bandyopadhyay et al. (2010), WP Compustat Annual Absolute value of working capital accruals (acc)
2 acc Working capital accruals Sloan (1996), TAR Compustat Annual (Income before extraordinary items (ib) − operating activi-

ties/net cash flows (oancf) ) / average of total assets (at) in
year t and year t-1.
If oancf is missing, then set numerator to (change in cur-
rent assets (act) − change in cash/cash equivalents (che)) −
change in current liabilities (lct) + change in debt included
in current liabilities (dlc) + change in income taxes payable
(txp) − depreciation and amortization expense (dp))

3 age # years since first Compustat coverage Jiang et al. (2005) Compustat Annual The number of years since the first coverage in Compustat
4 agr Asset growth Cooper et al. (2008) Compustat Annual Percentage change in total assets at
5 baspread Bid-ask spread Amihud and Mendelson (1989) CRSP Monthly Monthly average of daily (bid-ask spread/average of daily

spread)
6 beta Beta Fama and MacBeth (1973) CRSP Monthly Estimated market beta from weekly returns and equal

weighted market returns for 3 years ending month t-1 with
at least 52 weeks of returns

7 betasq Beta squared Fama and MacBeth (1973) CRSP Monthly Market beta (beta) Squared
8 bm Book-to-market Rosenberg et al. (1985) Compustat+CRSP Annual Book value of equity (ceq) in Compustat / fiscal-year-end

market capitalization (mve_f) in CRSP
9 bm_ia Industry-adjusted book to market Asness et al. (2000) Compustat+CRSP Annual Book-to-market (bm) − industry mean of book-to-market

(bm)
10 cashdebt Cash flow to debt Ou and Penman (1989) Compustat Annual Income before extraordinary items and depreciation (ib+dp)

/ average of total liabilities (lt) for last two years.
11 cashpr Cash productivity Chandrashekar and Rao (2009) Compustat Annual Fiscal-year-end market capitalization (mve_f) + long-term

debt (dltt) − total assets (at)) / Cash and cash equivalents
(che)

12 cfp Cash flow to price ratio Desai et al. (2004) Compustat Annual Operating activities/net cash flows (oancf) / fiscal-year-end
market capitalization (mve_f).
If oancf is missing, then set numerator to (Income before
extraordinary items (ib) − ( (change in current assets (act)
− change in cash and cash equivalents (che)) − (change in
current liabilities (lct) − change in debt included in current
liabilities (dlc) − change in income taxes payable (txp)) −
depreciation and amortization expense (dp)))

13 cfp_ia Industry-adjusted cash flow to price ratio Asness et al. (2000) Compustat Annual Cash flow to price ratio (cpr) − industry mean of cash flow
to price ratio

14 chatoia Industry-adjusted change in asset turnover Asness et al. (2000) Compustat Annual Change in asset turnover (chato)− industry mean of change
in asset turnover
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Table A1 (Continue)

No. Acronym Stock Characteristic Author, Year, Journal Data Source Frequency Definition

15 chcsho Change in shares outstanding Pontiff and Woodgate (2008) Compustat Annual Percent change in common shares outstanding (csho)
16 chempia Industry-adjusted change in employees Asness et al. (2000) Compustat Annual Change in employees (chemp) − industry mean of change

in employees
17 chinv Change in inventory Thomas and Zhang (2002) Compustat Annual Change in total inventory (invt) / last-two-years average

total assets (at)
18 chmom Change in 6-month momentum Gettleman and Marks (2006) CRSP Monthly Cumulative returns from months t-6 to t-1 − cumulative

returns from months t-12 to t-7
19 chpmia Industry-adjusted change in profit margin Asness et al. (2000) Compustat Annual Change in profit margin (chpm) − industry mean of change

in profit margin
20 convind Convertible debt indicator Valta (2014) Compustat Annual An indicator equal to 1 if the firm has convertible debt out-

standing, and 0 otherwise.
21 currat Current ratio Ou and Penman (1989) Compustat Annual Current Assets (act) / Current Liabilities (lct)
22 depr Depreciation / PP&E Holthausen and Larcker (1992) Compustat Annual Depreciation (dp) / PP&E (ppent)
23 divi Dividend initiation Michaely et al. (1995) Compustat Annual An indicator equal to 1 if company pays dividends in year

t but did not in year t-1
24 divo Dividend omission Michaely et al. (1995) Compustat Annual An indicator equal to 1 if company does not pay dividend

in year t but did in year t-1
25 dolvol Dollar trading volume Chordia et al. (2001) CRSP Monthly Natural log of (trading volume (vol) ∗ price per share (prc))

in month t-2
26 dy Dividend to price Litzenberger and Ramaswamy (1982) Compustat Annual Total dividends (dvtt) / fiscal-year-end market capitaliza-

tion (mve_f)
27 egr Growth in common shareholder equity Richardson et al. (2005) Compustat Annual Percent change in book value of equity (ceq)
28 ep Earnings to price Basu (1977) Compustat Annual Income before extraordinary items (ib) / fiscal-year-end

market capitalization (mve_f)
29 gma Gross profitability Novy-Marx (2013) Compustat Annual (Revenues (revt) - cost of goods sold (cogs)) / total assets

(at) in year t-1
30 grcapx Growth in capital expenditures Anderson and Garcia-Feijoo (2006) Compustat Annual Percent change in capital expenditures (capx)) from year t-2

to year t
31 grltnoa Growth in long term net operating assets Fairfield et al. (2003) Compustat Annual Growth in long-term net operating assets
32 herf Industry sales concentration Hou and Robinson (2006) Compustat Annual Sum of squared percent of sales (sale) in industry in a fiscal

year for each company
33 hire Employee growth rate Belo et al. (2014) Compustat Annual Percent change in number of employees (emp)
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Table A1 (Continue)

No. Acronym Stock Characteristic Author, Year, Journal Data Source Frequency Definition

34 idiovol Idiosyncratic return volatility Ali et al. (2003) CRSP Monthly Standard deviation of residuals of weekly returns (idioret)
on weekly equal weighted market returns for 3 years prior
to month end

35 ill Illiquidity Amihud (2002) CRSP Monthly Average of daily (absolute return/dollar volume)
(|ret|/(prc*vol))

36 indmom Industry momentum Moskowitz and Grinblatt (1999) CRSP Monthly Average of industry 12-month momentum (mom12m)
37 invest Capital expenditures and inventory Chen and Zhang (2010) Compustat Annual (Change in gross property, plant, and equipment (ppegt) +

change in inventories (invt)) / total assets (at) in year t-1
38 lev Leverage Bhandari (1988) Compustat Annual Total liabilities (lt)) / fiscal-year-end market capitalization

(mve_f)
39 lgr Growth in long-term debt Richardson et al. (2005) Compustat Annual Percent change in total liabilities (lt)
40 maxret Maximum daily return Bali et al. (2011) CRSP Monthly Maximum daily return from returns during calendar

month t-1
41 mom12m 12-month momentum Jegadeesh (1990) CRSP Monthly 11-month cumulative returns ending one month before

month end
42 mom1m 1-month momentum Jegadeesh and Titman (1993) CRSP Monthly 1-month cumulative return
43 mom36m 36-month momentum Jegadeesh and Titman (1993) CRSP Monthly Cumulative returns from months t-36 to t-13
44 mom6m 6-month momentum Jegadeesh and Titman (1993) CRSP Monthly 5-month cumulative returns ending one month before

month end
45 mve Size Banz (1981) CRSP Monthly Natural log of market capitalization (prc*shrout) at end of

month t-1
46 mve_ia Industry-adjusted size Asness et al. (2000) Compustat Annual Fiscal-year-end market capitalization (mve_f) − industry

mean of fiscal-year-end market capitalization
47 operprof Operating profitability Fama and French (2015) Compustat Annual Revenue (revt)- cost of goods sold (cogs) - SG&A expense

(xsga) - interest expense) (xint) / common shareholders’ eq-
uity (ceq) in prior year

48 orgcap Organizational capital Eisfeldt and Papanikolaou (2013) Compustat Annual Capitalized SG&A expenses
49 pchcapx_ia Industry adjusted % change in capital expenditures Abarbanell and Bushee (1998) Compustat Annual Percent change in capital expenditures (capx) − industry

mean of percent change in capital expenditures
50 pchcurrat % change in current ratio Ou and Penman (1989) Compustat Annual Percent change in current ratio (currat)
51 pchdepr % change in depreciation Holthausen and Larcker (1992) Compustat Annual Percent change in (depreciation/PP&E) (depr)
52 pchgm_pchsale % change in gross margin - % change in sales Abarbanell and Bushee (1998) Compustat Annual Percent change in gross margin (sale-cogs)− percent change

in sales (sale)
53 pchquick % change in quick ratio Ou and Penman (1989) Compustat Annual Percent change in quick ratio
54 pchsale_pchinvt % change in sales - % change in inventory Abarbanell and Bushee (1998) Compustat Annual Percent change in sales (sale)− percent change in inventory

(invt)
55 pchsale_pchrect % change in sales - % change in receivables Abarbanell and Bushee (1998) Compustat Annual Percent change in sales (sale) − percent change in receiv-

ables (rect)
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Table A1 (Continue)

No. Acronym Stock Characteristic Author, Year, Journal Data Source Frequency Definition

56 pchsale_pchxsga % change in sales - % change in SG&A Abarbanell and Bushee (1998) Compustat Annual Percent change in sales (sale) − percent change in SG&A
(xsga)

57 pchsaleinv % change sales-to-inventory Ou and Penman (1989) Compustat Annual Percent change in sales-to-inventory (sale/inv)
58 pctacc Percent accruals Hafzalla et al. (2011) Compustat Annual (Income before extraordinary items (ib) − operating activ-

ities/net cash flows (oancf)) / absolute income before ex-
traordinary items

59 pricedelay Price delay Hou and Moskowitz (2005) CRSP Monthly
60 ps Financial statements score Piotroski (2000) Compustat Annual Sum of 9 indicator variables
61 quick Quick ratio Ou and Penman (1989) Compustat Annual (current assets (act) − inventory (invt)) / current liabilities

(lct)
62 rd R&D increase Eberhart et al. (2004) Compustat Annual An indicator equal to 1 if the percent change in (R&D ex-

pense / total assets) (xrd/at) is greater than 5%
63 rd_mve R&D to market capitalization Guo et al. (2006) Compustat Annual R&D expense (xrd) / fiscal-year-end market capitalization

(mve_f)
64 rd_sale R&D to sales Guo et al. (2006) Compustat Annual R&D expense (xrd) / sales (sale)
65 retvol Return volatility Ang et al. (2006) CRSP Monthly Standard deviation of daily returns from month t-1
66 roic Return on invested capital Brown and Rowe (2007) Compustat Annual (Earnings before interest and taxes (ebit) - non-operating in-

come (nopi)) / book value of invested capital (lt+ceq-che)
67 salecash Sales to cash Ou and Penman (1989) Compustat Annual Sales (sale) / cash and cash equivalents (che)
68 saleinv Sales to inventory Ou and Penman (1989) Compustat Annual Sales (sale) / inventories (invt)
69 salerec Sales to receivables Ou and Penman (1989) Compustat Annual Sales (sale) / receivables (rect)
70 securedind Secured debt indicator Valta (2014) Compustat Annual An indicator equal to 1 if company has secured debt obli-

gations
71 sgr Sales growth Lakonishok et al. (1994) Compustat Annual Percent change in sales (sale)
72 sin Sin stocks Hong and Kacperczyk (2009) Compustat Annual An indicator equal to 1 if a company’s primary industry

classification is in smoke or tobacco, beer or alcohol, or
gaming.

73 sp Sales to price Barbee Jr et al. (1996) Compustat Annual Sales (sale) / fiscal-year-end market capitalization (mve_f)
74 std_dolvol Volatility of liquidity (dollar trading volume) Chordia et al. (2001) CRSP Monthly Monthly standard deviation of log daily dollar trading vol-

ume (prc*vol)
75 std_turn Volatility of liquidity (share turnover) Chordia et al. (2001) CRSP Monthly Monthly standard deviation of daily share turnover
76 tang Debt capacity/firm tangibility Almeida and Campello (2007) Compustat Annual (Cash holdings (che) + 0.715 receivables (rect) + 0.547 in-

ventory (invt) + 0.535 PP&E (ppent)) / total assets (at)
77 tb Tax income to book income Lev and Nissim (2004) Compustat Annual Current tax expense (txfo+txfed) / maximum federal tax

rate (tr) / income before extraordinary items (ib)
If (txfo) or (txfed is missing, set numerator to (txt-txdi)

78 turn Share turnover Datar et al. (1998) CRSP Monthly Average of trading volume (vol) in months t-3, t-2 and t-1 /
number of shares outstanding (shrout) in month t
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Table A2: Description of macroeconomic predictors.

No. Acronym Macroeconomic Predictor Data Source Frequency Definition Transformation

1 dp dividend-price ratio Robert Shiller’s website+S&P Corporation Monthly The difference between the log of dividends
and the log of prices. Dividends are 12-month
moving sums of dividends paid on the S&P 500
index.

∆xt

2 ep earnings-price ratio Robert Shiller’s website+S&P Corporation Monthly The difference between the log of earnings and
the log of prices. Earnings are 12-month mov-
ing sums of earnings on the S&P 500 index.

∆xt

3 bm book-to-market ratio Value Line’s website Monthly The ratio of book value to market value for the
Dow Jones Industrial Average.

∆log(xt)

4 nits net equity expansion CRSP Monthly 12-month moving sums of net issues by NYSE
listed stocks divided by the total end-of-year
market capitalization of NYSE stocks.

∆xt

5 tbl Treasury-bill rate NBER+FRED Monthly Treasury-bill rates from 1920 to 1933 are the
Yields On Short-Term United States Securities,
Three-Six Month Treasury Notes and Certifi-
cates, Three Month Treasury Bills for United
States. Treasury-bill rates from 1934 to 2005 are
the 3- Month Treasury Bill: Secondary Market
Rate.

∆xt

6 tms term spread FRED+NBER+Stocks, Bonds, Bills and Inflation Yearbook Monthly The difference between the long term yield on
government bonds and the Treasury-bill rate.

xt

7 dfy default spread FRED Monthly The difference between BAA and AAA-rated
corporate bond yields.

∆xt

8 svar stock variance G. William Schwert+CRSP Monthly Sum of squared daily returns on the S&P 500. ∆log(xt)

67



Table A3: Quantile of characteristics where the universe of predictors is the CpM.

Predictors are sorted based on their t-stat values within each model, and averaging the pre-
dictors rankings among the five NN models to obtain an overall influence in terms of t-stat.
In front of each predictor, 95% quantile is reported. See Table A1 for the definitions of stock
characteristics. NNi: a multi-layer perceptron with i-hidden layer.

characteristics NN1 NN2 NN3 NN4 NN5 characteristics NN1 NN2 NN3 NN4 NN5
mom1m 0.099 0.098 0.099 0.086 0.069 currat 0.102 0.099 0.095 0.084 0.068
std_turn 0.101 0.101 0.097 0.085 0.068 pchcurrat 0.102 0.099 0.095 0.086 0.068
turn 0.099 0.098 0.096 0.086 0.067 dy 0.101 0.100 0.097 0.088 0.067
dolvol 0.100 0.099 0.096 0.088 0.067 convind 0.104 0.100 0.099 0.088 0.068
chmom 0.098 0.101 0.096 0.087 0.068 chinv 0.100 0.100 0.097 0.085 0.066
divi 0.098 0.102 0.097 0.091 0.069 rd_mve 0.101 0.098 0.096 0.085 0.069
indmom 0.100 0.099 0.096 0.085 0.067 pctacc 0.103 0.099 0.095 0.086 0.068
ill 0.101 0.099 0.095 0.089 0.069 salecash 0.100 0.100 0.098 0.084 0.066
betasq 0.099 0.101 0.095 0.084 0.070 baspread 0.098 0.101 0.100 0.087 0.067
gma 0.100 0.102 0.097 0.087 0.069 rd_sale 0.100 0.099 0.094 0.087 0.068
bm 0.101 0.101 0.096 0.084 0.069 ep 0.104 0.100 0.097 0.087 0.067
sp 0.100 0.102 0.093 0.084 0.069 hire 0.101 0.098 0.100 0.085 0.067
operprof 0.102 0.097 0.094 0.087 0.068 orgcap 0.101 0.099 0.097 0.088 0.068
cashdebt 0.101 0.102 0.098 0.087 0.067 chcsho 0.100 0.101 0.098 0.086 0.068
BETA 0.104 0.098 0.096 0.090 0.067 divo 0.103 0.101 0.097 0.087 0.068
sgr 0.100 0.101 0.098 0.085 0.070 mve_ia 0.101 0.098 0.096 0.085 0.066
mve 0.100 0.101 0.098 0.086 0.070 ps 0.101 0.100 0.097 0.086 0.068
roic 0.100 0.099 0.098 0.088 0.069 grltnoa 0.101 0.102 0.095 0.086 0.068
mom12m 0.099 0.098 0.096 0.088 0.068 chempia 0.101 0.102 0.095 0.088 0.069
sin 0.100 0.097 0.098 0.084 0.068 age 0.099 0.099 0.092 0.084 0.067
pchsaleinv 0.104 0.098 0.099 0.087 0.068 pchgm_pchsale 0.101 0.098 0.099 0.086 0.069
lgr 0.097 0.100 0.098 0.086 0.067 tang 0.099 0.098 0.097 0.084 0.069
std_dolvol 0.100 0.100 0.097 0.083 0.066 mom36m 0.098 0.100 0.094 0.086 0.067
mom6m 0.101 0.100 0.097 0.088 0.066 grcapx 0.098 0.099 0.096 0.087 0.068
idiovol 0.101 0.101 0.097 0.086 0.066 cfp_ia 0.102 0.100 0.097 0.086 0.068
quick 0.103 0.101 0.096 0.084 0.069 saleinv 0.103 0.099 0.095 0.086 0.066
invest 0.100 0.097 0.099 0.087 0.068 pchsale_pchxsga 0.099 0.101 0.094 0.087 0.067
agr 0.103 0.098 0.096 0.087 0.069 salerec 0.102 0.099 0.095 0.087 0.069
cfp 0.106 0.100 0.098 0.087 0.070 pricedelay 0.101 0.103 0.097 0.087 0.069
lev 0.100 0.102 0.096 0.085 0.068 pchsale_pchrect 0.100 0.098 0.097 0.087 0.067
pchsale_pchinvt 0.102 0.097 0.096 0.086 0.068 absacc 0.100 0.097 0.098 0.087 0.067
pchquick 0.104 0.099 0.095 0.086 0.068 pchdepr 0.097 0.100 0.093 0.086 0.068
bm_ia 0.099 0.103 0.096 0.084 0.069 securedind 0.100 0.096 0.096 0.086 0.067
retvol 0.100 0.099 0.097 0.088 0.068 tb 0.101 0.098 0.097 0.085 0.067
maxret 0.103 0.101 0.098 0.085 0.066 depr 0.101 0.103 0.094 0.089 0.068
egr 0.102 0.096 0.095 0.088 0.067 chpmia 0.101 0.103 0.097 0.086 0.067
chatoia 0.103 0.100 0.095 0.087 0.068 pchcapx_ia 0.101 0.097 0.096 0.087 0.069
acc 0.101 0.104 0.095 0.085 0.068 rd 0.102 0.098 0.097 0.087 0.070
cashpr 0.099 0.098 0.095 0.086 0.068 herf 0.100 0.101 0.099 0.087 0.068
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Table A4: Quantile of characteristics where the universe of predictors is the CtM.

Predictors are sorted based on their t-stat values within each model, and averaging the pre-
dictors rankings among the five NN models to obtain an overall influence in terms of t-stat.
In front of each predictor, 95% quantile is reported. See Table A1 for the definitions of stock
characteristics. NNi: a multi-layer perceptron with i-hidden layer.

char NN1 NN2 NN3 NN4 NN5 char NN1 NN2 NN3 NN4 NN5
mom1m 0.0260 0.0309 0.0380 0.0417 0.0392 chinv 0.0261 0.0320 0.0384 0.0415 0.0393
dolvol 0.0261 0.0319 0.0382 0.0419 0.0391 egr 0.0256 0.0311 0.0375 0.0416 0.0392
std_turn 0.0256 0.0313 0.0382 0.0416 0.0388 currat 0.0255 0.0308 0.0376 0.0422 0.0391
turn 0.0255 0.0314 0.0377 0.0411 0.0392 roic 0.0257 0.0318 0.0379 0.0422 0.0391
ill 0.0260 0.0318 0.0378 0.0419 0.0398 invest 0.0260 0.0316 0.0381 0.0420 0.0391
divi 0.0263 0.0312 0.0380 0.0415 0.0394 lev 0.0256 0.0308 0.0381 0.0423 0.0390
chmom 0.0259 0.0307 0.0379 0.0420 0.0395 maxret 0.0260 0.0313 0.0379 0.0422 0.0396
bm 0.0256 0.0311 0.0379 0.0418 0.0390 rd_sale 0.0261 0.0313 0.0379 0.0420 0.0387
operprof 0.0253 0.0313 0.0377 0.0420 0.0393 mom36m 0.0256 0.0316 0.0375 0.0422 0.0395
retvol 0.0266 0.0309 0.0382 0.0426 0.0388 mve_ia 0.0256 0.0313 0.0382 0.0420 0.0393
indmom 0.0260 0.0316 0.0383 0.0419 0.0391 chcsho 0.0257 0.0311 0.0375 0.0421 0.0394
cfp 0.0258 0.0317 0.0382 0.0421 0.0400 pchquick 0.0257 0.0321 0.0375 0.0418 0.0392
betasq 0.0264 0.0312 0.0380 0.0425 0.0394 convind 0.0258 0.0316 0.0385 0.0418 0.0389
mom12m 0.0264 0.0315 0.0381 0.0419 0.0392 cashpr 0.0261 0.0313 0.0378 0.0424 0.0393
std_dolvol 0.0261 0.0319 0.0378 0.0419 0.0391 age 0.0258 0.0318 0.0380 0.0421 0.0393
idiovol 0.0255 0.0314 0.0388 0.0416 0.0391 salecash 0.0256 0.0318 0.0380 0.0420 0.0386
BETA 0.0258 0.0317 0.0376 0.0423 0.0397 grltnoa 0.0260 0.0318 0.0384 0.0425 0.0395
gma 0.0259 0.0315 0.0379 0.0423 0.0397 hire 0.0256 0.0316 0.0387 0.0424 0.0397
cashdebt 0.0256 0.0317 0.0380 0.0427 0.0395 chatoia 0.0261 0.0316 0.0382 0.0419 0.0399
sp 0.0261 0.0321 0.0376 0.0411 0.0391 chempia 0.0260 0.0315 0.0384 0.0412 0.0391
mom6m 0.0256 0.0316 0.0378 0.0424 0.0396 orgcap 0.0259 0.0317 0.0372 0.0429 0.0392
divo 0.0258 0.0317 0.0376 0.0422 0.0397 pchcurrat 0.0256 0.0316 0.0390 0.0421 0.0393
sin 0.0258 0.0312 0.0379 0.0416 0.0391 ps 0.0263 0.0315 0.0383 0.0420 0.0398
sgr 0.0255 0.0315 0.0379 0.0424 0.0394 cfp_ia 0.0259 0.0309 0.0383 0.0423 0.0390
lgr 0.0258 0.0306 0.0382 0.0423 0.0389 salerec 0.0260 0.0314 0.0384 0.0424 0.0395
mve 0.0260 0.0316 0.0381 0.0420 0.0393 saleinv 0.0251 0.0316 0.0378 0.0423 0.0394
pctacc 0.0259 0.0313 0.0377 0.0420 0.0398 pchgm_pchsale 0.0265 0.0317 0.0380 0.0419 0.0391
pchsale_pchinvt 0.0259 0.0316 0.0383 0.0423 0.0395 grcapx 0.0266 0.0313 0.0379 0.0421 0.0394
baspread 0.0260 0.0311 0.0377 0.0422 0.0395 pchsale_pchxsga 0.0256 0.0315 0.0380 0.0419 0.0392
acc 0.0260 0.0314 0.0375 0.0424 0.0395 chpmia 0.0258 0.0310 0.0377 0.0416 0.0389
dy 0.0258 0.0315 0.0381 0.0423 0.0395 pchcapx_ia 0.0259 0.0316 0.0381 0.0422 0.0393
ep 0.0261 0.0315 0.0380 0.0423 0.0396 rd 0.0255 0.0319 0.0382 0.0420 0.0390
quick 0.0256 0.0312 0.0381 0.0418 0.0394 depr 0.0253 0.0312 0.0383 0.0423 0.0388
securedind 0.0258 0.0320 0.0378 0.0420 0.0395 pricedelay 0.0251 0.0312 0.0377 0.0420 0.0394
agr 0.0256 0.0313 0.0384 0.0416 0.0393 tang 0.0250 0.0312 0.0385 0.0416 0.0390
pchsaleinv 0.0260 0.0314 0.0378 0.0421 0.0394 tb 0.0261 0.0316 0.0379 0.0419 0.0387
rd_mve 0.0264 0.0315 0.0377 0.0418 0.0395 pchdepr 0.0260 0.0321 0.0377 0.0417 0.0388
bm_ia 0.0265 0.0314 0.0383 0.0422 0.0392 pchsale_pchrect 0.0263 0.0316 0.0379 0.0426 0.0393
absacc 0.0258 0.0319 0.0377 0.0420 0.0387 herf 0.0258 0.0319 0.0378 0.0417 0.0394

Table A5: Quantile of 34 common interaction predictors where the universe of predictors is the
CtM.

Predictors are sorted based on their t-stat values within each model, and averaging the predic-
tors rankings among the five NN models to obtain an overall influence in terms of t-stat. In
front of each predictor, 95% quantile is reported. See Tables A1 and A2 for the definitions of
stock characteristics and macroeconomic predictors, respectively. NNi: a multi-layer percep-
tron with i-hidden layer.

interaction NN1 NN2 NN3 NN4 NN5 interaction NN1 NN2 NN3 NN4 NN5
securedind*dp 0.0258 0.0322 0.0378 0.0420 0.0389 divi*dp 0.0259 0.0312 0.0377 0.0424 0.0391
chmom*dp 0.0257 0.0320 0.0381 0.0428 0.0393 pchsaleinv*tbl 0.0258 0.0313 0.0381 0.0428 0.0387
mom6m*dp 0.0264 0.0314 0.0384 0.0417 0.0393 cashdebt*bm 0.0261 0.0314 0.0384 0.0427 0.0389
securedind*ep 0.0258 0.0320 0.0378 0.0425 0.0394 turn*ep 0.0256 0.0315 0.0373 0.0421 0.0388
sin*ep 0.0264 0.0313 0.0374 0.0415 0.0390 securedind*tbl 0.0257 0.0312 0.0379 0.0420 0.0390
divo*dp 0.0257 0.0312 0.0376 0.0421 0.0391 dolvol*svar 0.0256 0.0318 0.0381 0.0424 0.0396
divi*ep 0.0261 0.0312 0.0375 0.0419 0.0385 BETA*ep 0.0259 0.0318 0.0379 0.0422 0.0394
std_turn*dp 0.0258 0.0316 0.0377 0.0417 0.0389 ill*dp 0.0262 0.0316 0.0370 0.0421 0.0388
mom6m*ep 0.0266 0.0313 0.0378 0.0420 0.0393 std_dolvol*dp 0.0254 0.0310 0.0375 0.0419 0.0392
betasq*dp 0.0260 0.0310 0.0380 0.0419 0.0399 tang*ep 0.0255 0.0311 0.0375 0.0421 0.0394
ill*ep 0.0257 0.0313 0.0376 0.0419 0.0389 cashdebt*dfy 0.0261 0.0322 0.0385 0.0426 0.0390
orgcap*dp 0.0258 0.0310 0.0378 0.0415 0.0392 ps*dp 0.0261 0.0313 0.0372 0.0423 0.0393
chinv*dp 0.0258 0.0316 0.0381 0.0424 0.0395 ps*ep 0.0258 0.0310 0.0376 0.0427 0.0397
bm*ep 0.0258 0.0315 0.0386 0.0428 0.0396 pchsale_pchxsga*dp 0.0260 0.0316 0.0381 0.0423 0.0395
lev*ep 0.0255 0.0312 0.0380 0.0417 0.0389 mve*svar 0.0258 0.0315 0.0376 0.0427 0.0388
betasq*ep 0.0256 0.0307 0.0382 0.0420 0.0396 quick*tms 0.0264 0.0313 0.0385 0.0426 0.0388
sin*dfy 0.0259 0.0312 0.0385 0.0422 0.0393 sp*tbl 0.0258 0.0315 0.0376 0.0422 0.0387
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Table A6: Quantile of 48 common interaction predictors where the universe of predictors is the
CtM.

Predictors are sorted based on their t-stat values within each model, and averaging the pre-
dictors rankings among the five NN models to obtain an overall influence in terms of t-stat.
In front of each predictor, 95% quantile is reported. See Tables A1 and A2 for the definitions
of stock characteristics and macroeconomic predictors. NNi: a multi-layer perceptron with
i-hidden layer.

interaction NN1 NN2 NN3 NN4 NN5 interaction NN1 NN2 NN3 NN4 NN5
chcsho*svar 0.0259 0.0322 0.0385 0.0415 0.0391 herf*tms 0.0256 0.0320 0.0378 0.0416 0.0388
pchsale_pchrect*tbl 0.0260 0.0314 0.0376 0.0414 0.0391 pricedelay*ntis 0.0262 0.0317 0.0377 0.0413 0.0386
tb*tms 0.0260 0.0313 0.0375 0.0419 0.0385 herf*ntis 0.0256 0.0313 0.0373 0.0420 0.0385
pchcapx_ia*ntis 0.0261 0.0315 0.0382 0.0415 0.0392 tb*tbl 0.0258 0.0312 0.0370 0.0414 0.0388
pchsale_pchrect*svar 0.0262 0.0315 0.0379 0.0415 0.0386 depr*dfy 0.0255 0.0311 0.0380 0.0419 0.0387
chatoia*tbl 0.0256 0.0323 0.0380 0.0412 0.0392 indmom*dfy 0.0259 0.0318 0.0378 0.0412 0.0386
tang*svar 0.0254 0.0316 0.0379 0.0414 0.0386 pchdepr*ntis 0.0256 0.0316 0.0379 0.0421 0.0391
pchsale_pchrect*ntis 0.0267 0.0316 0.0381 0.0418 0.0391 chpmia*tbl 0.0256 0.0319 0.0379 0.0420 0.0392
absacc*ntis 0.0259 0.0313 0.0381 0.0415 0.0390 depr*tbl 0.0265 0.0315 0.0377 0.0419 0.0391
pchgm_pchsale*ntis 0.0251 0.0324 0.0377 0.0417 0.0388 chpmia*dfy 0.0257 0.0317 0.0383 0.0417 0.0395
pchsale_pchrect*dfy 0.0255 0.0324 0.0374 0.0416 0.0386 pchcapx_ia*tbl 0.0259 0.0322 0.0389 0.0419 0.0388
convind*svar 0.0259 0.0318 0.0381 0.0410 0.0384 rd*ntis 0.0264 0.0320 0.0387 0.0414 0.0389
pchcapx_ia*svar 0.0266 0.0316 0.0379 0.0422 0.0386 pchsale_pchxsga*tbl 0.0260 0.0315 0.0373 0.0420 0.0392
chpmia*ntis 0.0256 0.0316 0.0379 0.0419 0.0390 tb*svar 0.0261 0.0314 0.0379 0.0416 0.0390
rd*dfy 0.0263 0.0316 0.0374 0.0414 0.0393 pchdepr*svar 0.0258 0.0315 0.0373 0.0417 0.0388
absacc*svar 0.0259 0.0318 0.0388 0.0419 0.0398 herf*svar 0.0261 0.0315 0.0376 0.0416 0.0389
pricedelay*tms 0.0259 0.0313 0.0379 0.0423 0.0389 pchdepr*tbl 0.0260 0.0320 0.0383 0.0419 0.0390
tang*dfy 0.0257 0.0310 0.0380 0.0421 0.0389 pchgm_pchsale*dfy 0.0257 0.0315 0.0380 0.0418 0.0391
convind*ntis 0.0260 0.0322 0.0381 0.0411 0.0391 tb*ntis 0.0254 0.0314 0.0373 0.0413 0.0387
depr*ntis 0.0255 0.0317 0.0375 0.0418 0.0384 pricedelay*dfy 0.0260 0.0322 0.0379 0.0422 0.0382
chpmia*svar 0.0254 0.0320 0.0377 0.0421 0.0388 pricedelay*svar 0.0252 0.0315 0.0382 0.0415 0.0388
convind*dfy 0.0258 0.0320 0.0379 0.0419 0.0385 pricedelay*tbl 0.0259 0.0317 0.0381 0.0422 0.0392
pchcapx_ia*dfy 0.0260 0.0315 0.0386 0.0419 0.0390 herf*dfy 0.0258 0.0314 0.0376 0.0418 0.0392
convind*tbl 0.0254 0.0314 0.0379 0.0415 0.0383 herf*tbl 0.0256 0.0312 0.0380 0.0421 0.0391
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Figure A10: The importance of macroeconomic predictors where the CpM is the universe of
predictors.

Rankings of 8 macroeconomic predictors in terms of overall model contribution. Predictors are
ordered based on the sum of their ranks over all models, with the most influential predictors on
the top and the least influential on the bottom. Columns correspond to the individual models,
and the color gradients within each column indicate the most influential (dark blue) to the least
influential (white) variables. See Table A1 for the definitions of stock characteristics. tstat: test
statistic. LOOM: leave-one-out-metric.
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